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Résumé

Ce travail présente 'implémentation matérielle d’un systéme de chiffrement audio en temps
réel et full-duplex basé sur 'approche SBE (Subspace-Based Encryption). Le SBE projette le
message clair dans un sous-espace signal et confine un bruit de masquage non linéaire dans
le sous-espace orthogonal, assurant un décodage exact par projection linéaire. Déployé sur
deux FPGA Zybo Z7-20, le systéme intégre une architecture hybride ChaCha20/RO-TRNG
pour la génération de clés, validée par la suite de tests NIST SP 800-22. L’architecture
s’appuie sur un pipeline en virgule fixe combinant une cascade CORDIC sans multiplicateur
et une projection algébrique a fuite nulle. Validée a 125 MHz, I'implémentation génere un
cryptogramme indiscernable d'un bruit blanc, caractérisé par un SNR de 87 a 109 dB et une
corrélation quasi nulle avec le signal d’origine.

Mots-clés : Chiffrement basé sur les sous-espaces (SBE), FPGA Zybo Z7-20, ChaCha20,
Générateur de véritables nombres aléatoires (TRNG), NIST, protocole 12S, arithmétique en
virgule fixe, communication full-duplex.

Abstract

This work explores real-time audio encryption using Subspace-Based Encryption (SBE),
which embeds the plaintext into a signal subspace and confines a non-linearly coupled
masking noise to its orthogonal subspace, thereby enabling perfect recovery via a single linear
projection. A full-duplex system is implemented on two Zybo Z7-20 FPGA boards, with a
hybrid ChaCha20/RO-TRNG key generation validated against NIST SP 800-22 suite, and
a fixed-point arithmetic pipeline using a multiplier-free CORDIC cascade and an algebraic
zero-leakage projection. The system meets timing closure at 125 MHz and produces ciphertext
indistinguishable from white noise, with SNR between 87 and 109 dB and near-zero plaintext
correlation.

Keywords: Subspace-Based Encryption (SBE), Zybo Z7-20 FPGA, ChaCha20, True Ran-
dom Number Generator (TRNG), NIST, 12S protocol, Fixed-point arithmetic, Full-duplex
communications.
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(General Introduction

The security of digital communications has traditionally relied on algebraic transformations
applied uniformly to any data stream, regardless of its nature. While such methods are well
established for text and generic data, real-time audio introduces stricter constraints: encryp-
tion and decryption must occur within a fixed sample-rate budget, and any computational
overhead directly threatens the continuity of the conversation. Securing live audio, therefore,
requires not only cryptographic robustness but also an architecture compatible with real-time
embedded constraints.

Beyond the security requirements, the deployment platform plays a critical role in determining
the functionality of a communications system. Software-based solutions executed on general-
purpose processors may introduce variable execution times, which can affect deterministic
operation. In contrast, dedicated hardware platforms offer opportunities for parallel processing,
predictable latency, and efficient handling of continuous data streams. These characteristics
make them well-suited for real-time signal processing applications.

This work explores a hardware realization of Subspace-Based Encryption (SBE), a signal-
processing approach to cryptography, implemented on a pair of FPGA boards to achieve a
complete, real-time, full-duplex secure audio communications system.

Motivations

Real-time audio communications is now embedded in countless devices, from intercoms to
[oT voice assistants, yet most security solutions treat the audio stream as a generic sequence
of bits. Algorithms such as AES or ChaCha20 apply confusion and diffusion at the bit level,
entirely independent of the underlying signal structure.

The SBE algorithm offers an alternative: it exploits the geometric structure of the signal itself,
embedding the plaintext into a signal subspace and confining masking energy to its orthogonal
complement. The prospect of realizing this signal-processing paradigm as a working hardware
system capable of securing a live conversation between two boards motivated this work.

Problem Context

Securing real-time audio raises two distinct issues: the cryptographic strength of the algorithm,
and the implementability of its design under strict hardware and timing constraints.
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Limitations of Existing Cryptographic Paradigms

Classical ciphers are broken by frequency analysis, while modern symmetric and asymmetric
algorithms (AES, RSA, ECC) remain tied to key-distribution overhead or quantum vulner-
ability. Blind Source Separation (BSS)-based ciphers offered a geometric alternative, but
their linear mixing structure proved fatally weak: differential and known-plaintext attacks
cancel the masking term and expose the key. SBE resolves this by confining masking noise
to the orthogonal of the signal subspace and coupling it non-linearly to the plaintext, while
preserving perfect recovery through a single projection.

From Theory to Hardware

The Subspace-Based Encryption (SBE) was first introduced by Dr. A.Mermoul and Pr.
A.Belouchrani in [5], where the authors proposed projecting the speech signal into signal
and noise subspaces to achieve encryption. The method was generalized and validated in
[11], which analyzed its cryptographic properties and resistance to attacks. An iterative
extension to improve the encryption process was later proposed in [12] and presented at the
7th International Workshop on Systems, Signal Processing and their Applications (WOSSPA
2011) [13]. A more comprehensive treatment of the theoretical foundations, robustness
analysis, and security aspects of SBE was presented in the doctoral dissertation of Dr.
A.Mermoul [14] and later mentioned in the book chapter on subspace-based encryption [15].

Translating SBE into a real-time fixed-point pipeline raises new challenges: arithmetic must
preserve exact orthogonality, key matrices must be regenerated identically on two boards
without transmitting secret material, and the complete encryption/decryption path must
satisfy the timing constraints imposed by the audio sampling rate.

Objectives of This Work and Contributions

The overall objective of this work is to design, implement, and validate a complete real-time,
full-duplex secure audio communications system based on SBE, deployed on two Zybo Z7-20
FPGA platforms. The specific technical objectives are:

- To design a hardware key-generation pipeline capable of securely producing all key-
generation matrices required by the SBE scheme.

- To implement the SBE encryption/decryption pipeline with minimized information
leakage and latency.

- To establish an end-to-end communications framework interconnecting the audio codec,
the cryptographic core, and the Gigabit Ethernet interface, including a synchronization
mechanism.

- To integrate the two communications directions into a full-duplex transceiver and to
evaluate resource utilization, timing performance, power consumption, and latency.

- To assess the security of the implemented system via time- and frequency-domain
analyses, signal-to-noise ratio (SNR) evaluation, correlation analysis, and statistical
randomness testing, and to benchmark its performance against existing FPGA-based
audio encryption solutions.
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The principal contribution is a hardware-validated demonstration, previously evaluated only
as proof of concept, that can be realized as a robust cryptographic system on FPGA hardware.

Work Structure

The work is organized into six chapters, progressing from theoretical foundations to hardware
implementation and experimental validation:

Chapter 1 (State of the Art) surveys the evolution of cryptography, from classical
ciphers through modern standards and BSS, leading to SBE.

Chapter 2 (Subspace-Based Encryption) develops the SBE mathematical frame-
work, its orthogonal and oblique formulations, and the cryptographic role of the
non-linear function.

Chapter 3 (Key Generation) details the key generation hardware: the LFSR
prototype, its replacement by ChaCha20 and RO-TRNG, and NIST validation.

Chapter 4 (Communications Channel) establishes the communications channel
architecture linking the audio interface, AXI4-Stream core, and network.

Chapter 5 (FPGA Implementation) presents the complete FPGA implemen-
tation, including fixed-point arithmetic, the CORDIC non-linearity, the projection
reformulation, synchronization, and full-duplex integration.

Chapter 6 (Results and Analysis) evaluates the implemented system through
resource, timing, power, and security analyses, concluding with a comparison to the
literature.
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Chapter

State of the Art

This chapter presents a review of the evolution of cryptographic methods. It begins with an
overview of the first cipher families and their associated mathematical limitations, moves
through the foundations and standard algorithms of modern cryptography, and arrives at the
signal-processing paradigm of subspace-based encryption, whose theoretical properties and
open challenges are the central subject of the chapters that follow.

1.1 The Fundamental Security Principles

Any cryptographic algorithm must satisfy a set of security objectives to be considered reliable.
These are [1, 16, 17]:

- Confidentiality: Data must only be accessible to authorized parties, blocking any
unauthorized access.

- Authentication: The identity of the communicating parties must be verified, ensuring
that information comes from a trusted source.

- Integrity: Information must remain accurate and remain unchanged throughout its
life-cycle. Any unauthorized modification must be detectable.

- Non-repudiation: Neither the sender nor the receiver can deny their participation in
a transmission after it has taken place.

- Access control: Resources and services must remain accessible to authorized users at
all times.

These objectives define what it means for a cryptographic system to be secure.

1.2 The Classical Era

Before the formalization of information theory and computational complexity, cryptographic
schemes relied on two elementary mechanisms: substitution and transposition. Their security
relied entirely on the transformation that remains unknown to the adversary, rather than on
any mathematical complexity.
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1.2.1 Classical Cipher Methods

Substitution ciphers

Substitution ciphers simply replace each plaintext symbol with a different symbol drawn
from a predefined correspondence. It can be divided into the following:

- Caesar cipher: Each letter p is shifted by a fixed offset £k modulo the alphabet size
[16]:
¢ = (p+ k) mod 26, p = (¢ — k) mod 26, (1.1)

where the integer k € {1,...,25} constitutes the entire key space. As noted in [17, 18],
this scheme is the easiest cryptographic algorithm to break; a search over 25 values is
trivial, and the alphabet shift structure is immediately recognizable.

- Monoalphabetic (Simple Substitution) cipher: It generalizes equation (1.1) by
replacing the fixed shift with an arbitrary permutation of the alphabet [17], that leads
to a key space of 26! elements. Despite this large number, the scheme is broken by
frequency analysis mentioned in [19]. Because each plaintext letter always maps to the
same ciphertext, the statistical distribution of natural language is fully preserved.

- Vigenere Cipher: It is a generalization of the Caesar cipher in which the keyword
takes on various values, so that the same key is not used to cipher all characters [18].
Each plaintext letter is encoded by the intersection of its row and the corresponding
key letter column in a 26 x 26 substitution table. Despite its increased complexity, the
periodicity of the keyword allows the key length to be estimated and each sub-stream
to be attacked independently [18].

Transposition Ciphers

Unlike substitution-based methods, transposition ciphers encrypt messages by rearranging
plaintext letter positions rather than replacing them, producing a ciphertext that is a
permutation of the original plaintext. Common variants include the Rail Fence Cipher,
Scytale, Route Cipher, Row Transposition Cipher, and Columnar Transposition [16].

In the Row Transposition Cipher, the plaintext is written row by row into a rectangular grid
and read column by column according to a permuted key. For example, encrypting
“attack postponed until two am” gives TTNAAPTMTSUOAODWCOIXKNLYPETZ [16].

Since letters are never altered, the frequency distribution remains identical to the plaintext,
leaving the cipher susceptible to attacks, with high memory consumption being an additional
drawback [16].

1.2.2 Limits of the Classical Approach

Despite their variety, classical ciphers share fundamental weaknesses that render them
unsuitable for modern security needs.

- Key distribution: Both parts must share the same secret key. If there is an intercep-
tion, all encrypted communication is immediately exposed [16].

- Weakness against letter frequency attacks: Since classical ciphers preserve letter
frequencies, frequency analysis is sufficient to recover the plaintext and the key without
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any prior knowledge [19, 17].

- Susceptibility to brute force attack: The small key spaces of classical schemes (for
example, only 25 possible keys for Caesar) make all possible keys a straightforward
task [16, 17].

These limitations motivated the shift toward mathematics-based cryptography.

1.3 Modern Cryptography Techniques

Modern cryptographic techniques fall into two main families based on how keys are managed.
In Figure 1.1, we have a hierarchical breakdown of these algorithms divided into symmetric
and asymmetric key families, which include the following specific techniques:

- RC4: Rivest Cipher 4.

- DES: Data Encryption Standard.

- 3DES: Triple Data Encryption Standard.

- AES: Advanced Encryption Standard.

- IDEA: International Data Encryption Algorithm.

- Blowfish: Named after its creator Blowfish.

- RSA: Rivest-Shamir-Adleman.

- El-Gamal: Named after its creator Taher Elgamal.

- ECC: Elliptic Curve Cryptography.

Figure 1.1: Modern cryptography techniques [1].

1.3.1 Symmetric Key Cryptography

In this type of cryptography, both sender and receiver use the same secret key for encryption
and decryption. They are divided into stream ciphers, which encrypt data one byte at a time,
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such as RC4, and block ciphers, which process fixed-size blocks [1]. Table 1.1 compares the
most widely used algorithm designs for symmetric cryptography.

Table 1.1: Comparison of symmetric key algorithms [1, 2].

Algorithm | Structure | Key Size (bits) | Keys | Block (bits) | Rounds Speed | Security
RC4 Stream 40 to 256 1 - 1 Fast Weak
DES Block 56 1 64 16 Slow Weak
3DES Block 112/168 3 64 48 Very slow | Moderate
AES Block 128 /192 / 256 1 128 10/12/14 |  Fast High

Blowfish Block 32 to 448 Variable 64 16 Fast Moderate
IDEA Block 128 1 64 8 Slow Moderate

In addition to the algorithms summarized in Table 1.1, the S—Box—based encryption method
is another widely used symmetric technique in image security, where it provides confusion
and non-linearity by replacing plaintext elements using a predefined substitution table [20].
In shared key encryption, padding! is essential to ensure that input data fits the fixed block
size of the cipher. This padding must be recognizable while revealing no information that
could weaken the security of the message [21].

Moreover, the One-Time Pad (OTP) is a symmetric encryption technique that uses a
truly random key with the same length as the plaintext message. Each key is used only
once and then discarded. When implemented correctly, OTP provides perfect secrecy and
is theoretically unbreakable. However, its practical use is limited due to the challenges
associated with generating, distributing, and securely managing long random keys [22].

While symmetric algorithms are generally faster. The efficiency and speed of its encryption
make it suitable for encrypting large volumes of data and for real-time processing requirements
[23]. However, there is one major challenge, which is key management, especially the secure
distribution and storage of secret keys, as both sender and receiver must exchange the same
secret key before any communication begins [1].

1.3.2 Asymmetric Key Cryptography

Asymmetric cryptography, also known as public key cryptography, uses a pair of keys: a
public key shared openly across the network and a private key kept secret by its owner. The
sender encrypts the message using the recipient’s public key, and only the recipient can
decrypt it using their private key. Since the private key is never shared, this approach is more
secure than symmetric schemes at a higher computational cost [1, 20]. The most widely used
asymmetric algorithms are RSA, El-Gamal, and ECC algorithms, whose key characteristics
are summarized in Table 1.2.

Asymmetric algorithms have higher computational complexity than symmetric ones, which
makes them better for key exchange and digital signatures rather than encrypting large
amounts of data [24]. They are commonly used for secure key distribution, authentication,
digital signatures, and setting up secure communications channels [20].

1Padding is an extra bit added to a data structure to achieve required word alignment.
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Table 1.2: Comparison of asymmetric key algorithms [1, 2].

Algorithm Technique Key Size (bits) | Rounds | Speed | Security
RSA Prime Number 1024-4096 1 Fast High
El-Gamal | One Random Number 1024 1 Slow | Moderate
ECC Elliptic Curve Variable 1 Fast High

1.3.3 Practical Limitations and the Motivation for New Paradigms

Both symmetric algorithms RC4 and 3DES are considered weak and vulnerable to quantum
attacks [2].

On the asymmetric side, RSA and El-Gamal are computationally expensive due to large
prime numbers and modular exponentiation, while also being vulnerable to quantum attacks
[1, 2]. Although ECC is more efficient and better suited for constrained devices, it offers only
partial quantum resistance [2].

These limitations motivate the need for cryptographic approaches that are both lightweight
and resilient against modern threats.

1.4 Related Work

This section reviews existing encryption research organized by design approach, covering
classical ciphers, hardware implementations, audio encryption, hybrid key management, and
asymmetric constructions.

Classical Cipher Enhancements

The work in [25] combines two classical encryption layers, a modified Vigenere cipher and a
Polybius square, to better resist frequency-based attacks and strengthen security.

Symmetric Encryption and Hardware Implementations

In [26], an AES-128 encryption pipeline is built on a hardware chip, achieving a speed of
1.33 Gbps while using minimal chip area.

In contrast, [27] hides the encryption key inside the ciphertext itself using simple shift and
XOR operations, reaching 48.95 KB /ms.

Audio Encryption

The work in [28] encrypts audio files through three successive operations: position shuffling,
key-based mixing, and byte substitution, resulting in a very large key space and near-zero
predictability between samples. The main limitation is that the process is too slow for
real-time use.

The work in [29] develops a full-duplex real-time audio communications system based on
chaotic encryption and implements it on a Nexys A7 FPGA.
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In [4], an ANN-based hyperchaotic pseudo-random number generator is implemented on an
Artix-7 FPGA and employed for audio encryption through a lightweight XOR operation.

Hybrid Encryption and Key Management

Hybrid AES+RSA schemes have been validated at both the protocol and application levels.
At the hardware protocol level, the study mentioned in [30] proposes combining AES for
encryption with RSA for key exchange on an FPGA platform, achieving both confidentiality
and authentication while solving the key distribution problem of symmetric-only schemes.

Asymmetric Encryption via Mathematical Constructions

The scheme in [31] builds an asymmetric cipher using integer equations as the hard math-
ematical problem, keeping the key count fixed regardless of message length. However, no
formal proof has been provided that the underlying problem is truly hard to break.

Table 1.3 summarizes the surveyed works across all approaches:

Table 1.3: Summary of related work in encryption research.

Ref. | Year | Domain Configuration Key Contribution Speed
[25] | 2022 | Text Vigenere + Polybius cascade Dual-layer confusion/diffusion —

[26] | 2013 | General AES-128 hardware pipeline 1.33 Gbps at minimal chip area | 1.33 Gbps
[27] | 2023 | Text XOR + key rotation Key embedded in ciphertext | 48.95 KB/ms
[29] | 2024 | Audio Chaos-based PRNG + XOR Full-Duplex communications 254.38 MHz
[4] | 2025 | Audio | ANN-hyperchaotic PRNG + XOR| Lightweight FPGA encryption 105 MHz
[28] | 2017 | Audio Three-stage chaotic pipeline 2319 key space Slow

[30] | 2023 | General | Hybrid AES + RSA on FPGA | Confidentiality + Authentication Fast

[31] | 2024 Text Integer equation cipher Fixed key count, scalable —

1.5 BSS-Based Encryption

An alternative to classical cryptography relies on the computational difficulty of underdeter-
mined Blind Source Separation (BSS) as a cryptographic primitive [32, 33].

1.5.1 BSS as a Cryptographic Technique

In the standard BSS problem, N sensors record M statistically independent source signals
through an unknown mixing process [32, 11]. The observation model is described as the

following:
z(t) = As(t) (1.2)

where z(t) € RY is the vector of observations, s(t) € RM*! the vector of unknown sources,
and A € RM*M the unknown mixing matrix. The goal of BSS is to recover s(t) from z(t)
alone, without knowledge of A.

The standard approach for recovery is Independent Component Analysis (ICA), which seeks
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a demixing matrix W € RM*" such that the estimated sources [33]:

u(t) =Wa(t) = WAs(t) (1.3)

have statistically independent components. Under the ICA model, perfect separation yields
WA = PD, where P is a permutation matrix and D a diagonal scaling matrix [33]. Recovery
is possible only in the determined (M = N) or overdetermined (M < N) cases [32, 11].

When M > N, the equation (1.2) is underdetermined. There are more unknowns than
equations, and the mixing matrix A cannot be identified from z(¢) alone [33, 11]. Source
recovery becomes impossible, which motivates the use of the underdetermined BSS as a
cryptographic scheme [32, 33].

1.5.2 Joint plaintext Key Mixing

In [32], P plaintext signals s(t) are jointly mixed with P pseudo-random key signals k(t)
through a P x 2P underdetermined mixing matrix A., constructed as the concatenation of
two sub-matrices:

t
o(t) = A, Wy [BC | B (1.4)
k(t) pAS
I K
which expands as:
x(t) = Ars(t) + Agk(t) (1.5)
—— ——
plaintext term key term

The key term dominates the ciphertext by an order of magnitude, effectively hiding the
plaintext in the observation x(t) [32].

At the receiver, the P received channels are augmented with the locally regenerated key
signals (using a shared seed I) to form a 2P x 2P well-determined system, from which ICA
recovers the plaintext [32].

Despite its claimed analogy, the additive linear structure of equation (1.5) is an irreversible
flaw [34]. In [34, 35], four attacks were demonstrated against it:

- Differential attack: Subtracting two ciphertexts encrypted under the same key causes
the key term to cancel exactly, exposing the plaintext difference as a solvable BSS
problem.

- Known plaintext attack: A single known plaintext—ciphertext pair is sufficient to
recover the mixing coefficients and reconstruct the full key stream.

- Chosen plaintext attack: Sending a silent (all-zero) signal forces the ciphertext to
equal the key term alone, directly revealing the secret key.

- Low key sensitivity: An incorrect key still yields a near-correct decryption. The
effective key space can be reduced by attacking each row of the mixing matrix indepen-
dently.
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1.5.3 Pre-Shared Matrix Decryption

In [33], the ICA step is eliminated by transmitting the mixing matrix A to the receiver over a
separate secure channel. The receiver applies the inverse A~! directly. The encryption model
is identical to equation (1.5), and experiments on 16 kHz speech (P = 4) report a perfect
reconstruction exceeding 280 dB. The improvement is purely operational: since the additive
structure of equation (1.5) is unchanged.

1.6 Subspace-Based Encryption

In [5], the linearity vulnerability is resolved through two complementary mechanisms: the key
perturbation is confined to the orthogonal complement of the plaintext subspace, so vanishes
algebraically upon decryption. Also, it is coupled non-linearly to the plaintext that prevents
any differential cancellation.

Given secret key matrix A(t) € RIMFTUXM " the ciphertext is [5]:

z(t) = (1.6)

A(t)p(t) + B PL(t) Bt)[k(t) © g(p(t))]

where Pj(t) is the orthogonal projector into the complement of signal space, B(t) € RM+1xM
is a random matrix, k(t) is a key vector, 3 is a large scalar parameter, ® denotes the Hadamard
product, and g(v) = %= is a non-linear scalar function satisfying g(0) = 0. Its vector

extension is defined as:

go(t) = (g (1), 9at). - oou®)]

The non-linear coupling g(p(t)) in equation (1.6) directly addresses the four vulnerabilities
identified in [34, 35]: differencing two ciphertexts no longer cancels the key contribution
since g entangles both plaintexts in the perturbation term; the mixing coefficients cannot be
recovered from a plaintext—ciphertext pair due to the non-linear dependency; encrypting a
zero plaintext yields a zero ciphertext by definition of g, providing no key information; and
any key mismatch is amplified by 3, producing a strong avalanche effect [5].

Experiments on 22.05kHz, 16-bit speech with M = 4 and 3 = 10° reported an encrypted
SNR of approximately —200dB, a decrypted SNR exceeding 340dB [5].

The scheme in [5] is the only construction in the BSS lineage to overcome the structural
linearity flaw. Table 1.4 compares all reviewed schemes across the main security criteria.

Table 1.4: Security property comparison of reviewed encryption schemes.

Article Work [32] [33] [5]
Encryption structure Linear Linear Non-linear
Differential attack Vulnerable | Vulnerable | Resistant
Known-plaintext attack Vulnerable | Vulnerable | Resistant
Key sensitivity Low Moderate High
Null-Information Property No No Yes
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The work in the next chapters builds directly on equation (1.6), extending the scheme to
audio encryption with a comprehensive analysis.

1.7 Conclusion

This chapter reviewed the evolution of cryptographic methods, with a specific focus on audio
encryption applications and their hardware implementations. By tracing the transition from
classical and standard modern ciphers to signal-processing paradigms. Identifying these
structural limitations provides the necessary theoretical foundation and context to direct the
implementation and performance analysis presented in the following chapters.
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Chapter

Subspace-Based Encryption

Traditional cryptographic paradigms process data as abstract bit streams, relying on algebraic
operations to achieve confusion and diffusion while remaining oblivious to the geometric
properties of the physical signals. Subspace-Based Encryption (SBE) introduces a paradigm
shift by leveraging the vector space structure of continuous signals. By embedding plaintext
into a signal subspace and confining high-energy masking noise to a null space, SBE ensures
perfect data recovery at the authorized receiver through a simple linear projection operation.
This framework is realized through a foundational orthogonal formulation and a generalized
oblique variant that independently decouples the subspaces for enhanced security.

The remainder of the chapter is structured as follows:

- Section 2.1 introduces the foundational Orthogonal SBE architecture.

- Section 2.2 examines the critical cryptographic role of the non-linear function within
the encryption process.

- Section 2.3 generalizes the geometric framework by presenting the Oblique SBE variant.

2.1 Orthogonal Subspace-Based Encryption

As the foundational architecture, orthogonal SBE uses algebraic projections to vectorize
continuous signals and hide data within noise to achieve perfect security.

2.1.1 Global Scheme

The SBE scheme is motivated by the need to secure speech signals and exploit their geometric
structure. It allows exact recovery of the plaintext at the receiver through a simple projection
operation, without requiring knowledge of the noise parameters.

To enable this geometric framework, the plaintext audio signal is first divided into L non-
overlapping frames of M consecutive samples each:

I
—

p(t) = [pi(t), ..., pu(V)]F € R ¢ L (2.1)

A larger M value increases the subspace dimension and hardens cryptanalysis, at the cost of
heavier matrix operations per frame. Figure 2.1 shows the global block diagram of the SBE
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system.

Figure 2.1: Global SBE Scheme [5].

The overall operation unfolds as follows:

1.

Segmentation: The original signal is split into L frames of M samples each, yielding
the plaintext vectors p(t) according to equation (2.3).

Encryption: Each plaintext vector p(t) is fed into the subspace-based encryptor along
with A(t), B(t) and k(t). The encryptor produces a ciphertext vector z(t) of dimension
M + 1, which is transmitted through the channel.

Key generation: At the transmitter, the secret seed drives three random generators
that produce, for each segment ¢, the key matrix A(¢), the mixing matrix B(¢), and the
key signal vector k().

Shared secret seed: Both transmitter and receiver hold a common secret seed. It is
the only parameter that must be exchanged securely before communication begins.

Key regeneration at receiver: Since both sides share the same secret seed, the
receiver independently regenerates the same key matrices A(t) using an identical
pseudo-random generator. No additional transmission of A(t) is required.

Decryption: The receiver applies the subspace-based decryptor, using only A(t), to
recover each segment p(t). The recovered segments are then assembled in parallel-to-
serial order to reconstruct the original signal.

2.1.2 Encryption and Decryption Process

The encryption scheme splits the signal space

1.

RM+1 1 into two orthogonal subspaces:

Signal subspace S where the information (plaintext) resides.

ldenotes the (M + 1) dimensional vector space over the real numbers.
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2. Null subspace S* where the masking noise resides.

Encryption

Let p(t) be the plaintext vector of dimension M x 1. The ciphertext x(t) of dimension
(M + 1) x 1 is constructed as follows:

w(t) = A@t) p(t) +8 Px(t) B(t) [k(t) © g(p(1))] (2.2)

Information Term Masking Noise Term

The components of the SBE encryption equation (2.2) are defined as follows:

- A(t) € RMFDXM: Tnformation key matrix defining the signal subspace (reconstructed
identically at the receiver).

- [ > 0: Noise-scaling scalar, maximized to yield a severely degraded channel SNR.

- Pi(t) € RM+)x(M+1). Orthogonal projector mapping the masking noise into the null
subspace.

- B(t) € RMFDXM: Mixing key matrix used to diffuse the noise.
- ®: Hadamard (element-wise) product operator.
- k(t) € RM*1: Time-varying random key vector.

- g(*) : R — R: A non-linear scalar function coupling the key signal with the plaintext.
It operates element-wise on the plaintext vector p(t), yielding:

g(p(t) = [o(ps(1). .. gpar(1)] €RM, £=1...L (2.3)

Decryption

The decryption relies on the orthogonality between S and S*. Projecting out all noise by
applying P4(t) = A(t) (A(#)TA(t))™" A(t)T to the ciphertext:

y(t) = Pa(t) a(t) = Pa(t) A(t) p(t) + B Pa(t) Py(t) B(t) [k(t) © g(p(1)]  (2.4)
=A(t) =0

Since P4Pi = 0, the noise vanishes, leaving only the signal component. The plaintext is
then recovered using the pseudo-inverse A% = (AT A)~tAT:

y(t) = Ap(t) = pt) = AT (y(t) = AF(A[) p(t) = B(t) =p(t) (2.5)

Furthermore, the projection and pseudo-inverse steps can be collapsed into a single operation.
Since:

A# PE = (ATA) AT — A(ATA) I AT) = (ATA)IAT — (ATA)IAT =0 (2.6)
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applying A% directly to the ciphertext in equation (2.2) gives:

p(t) = A*(t) (t) = p(t) (2.7)

This halves the number of matrix vector multiplications at the receiver. Importantly, the
only secret required for decryption is the key matrix A(t). The matrices B(t), the key signal
k(t), and the non-linear function are used during encryption.

2.2 The Non-linear Function and Its Role

By coupling the masking noise directly to the plaintext, the non-linear function g(-) neutralizes
differential attacks.

2.2.1 Necessity of the Non-linear Coupling

The SBE scheme builds its security on both confusion and diffusion:

- Confusion is achieved by obscuring the relationship between the plaintext and ciphertext
through the non-linearity.

- Diffusion is ensured by the fact that every component of x(¢) depends on every compo-
nent of p(t) and k(t), so that the statistics of the plaintext are spread throughout the
ciphertext.

Let’s consider the purely linear variant where the noise is independent of the plaintext:

w(t) = A(t) p(t) + B Pi(t) B(t) k(t) (2.8)

In this case, if the same key is used to encrypt two plaintexts p™(¢) and p® (t), the noise
terms cancel exactly in the ciphertext differential:

Ax(t) = V(1) — 2P (1) = A(t) Ap(t) (2.9)

This exposes A(t) directly to a chosen plaintext attack, completely breaking the scheme.

In the full SBE equation (2.2), the masking noise is coupled with g(p(t)), so the differential
becomes:

Ax(t) = A(t) Ap(t) + B Pi(t) B(t) [k(t) @ (90 (1)) — g0 (1)))] (2.10)

Because ¢ is non-linear, the noise depends on the absolute plaintext values rather than their
difference to prevent noise cancellation during key reuse. Isolating Ap(t) therefore requires
prior knowledge of the plaintexts. This makes the attack mathematically intractable.

2.2.2 Design Constraints on g(-)

The typical choice is [5]:
g(v) = ——— 2.11)
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This function satisfies three constraints:

1. Zero plaintext: ¢(0) = 0, so z(t) = 0 when p(t) = 0. Silent frames produce no
ciphertext, preventing any cryptanalysis in the absence of speech.

2. Bounded derivative:

1

q(v) = W <1, VveR (2.12)
Let € denote a small perturbation in the input v, arising in practice from fixed-point
quantization or rounding error introduced by hardware arithmetic. By the mean-value
theorem, |g(v+¢) —g(v)| < |¢], so the output error introduced by g(-) never exceeds the
input error. This guarantees that quantization noise is never amplified as it propagates
through the non-linear stage, which is critical for fixed-point hardware stability.

3. Smooth injectivity: g : R — [—1,1]. Every plaintext value maps to a unique output,
so no information is destroyed. The bounded output range [—1, 1] also prevents overflow
in finite precision implementations.

2.2.3 Security Against Attacks

The cryptographic robustness of SBE has been assessed against several classes of cryptanalysis
attacks [11]. Table 2.1 gives a concise overview followed by the derivation of each result.

Table 2.1: Security of the proposed SBE scheme against cryptanalysis attacks.

Vulnerability Outcome
Key mismatch (Pa Decryption fails, minor projector errors € are inten-
sensitivity) tionally amplified by the factor £.

Identical plaintexts yield distinct ciphertexts across
Key signal variability | segments, preventing pattern-matching and exhaus-
tive searches.

small plaintext variations (¢ = 0.01) produce entirely

laintext itivit . . .
PIAINText sensitvity uncorrelated ciphertexts due to non-linear coupling.

Masking noise persists under key reuse, keeping the
plaintext differential hidden and the system mathe-
Differential Attacks matically intractable.

Continuous updating of the mixing matrix A(t) pre-
vents subspace estimation, as a single data sample per
state provides insufficient information to characterize

the signal subspace.

Key mismatch: Consider a mismatched projector Py = Py +el. Applying it to the
ciphertext gives:

Py x(t) = (1+¢) A(t) p(t) + Be Pi(t) B(t) [k(t) © g(p(t))] (2.13)

The noise term persists, scaled by fe. Setting f = O(1/¢) ensures that even a very small
mismatch produces a result entirely different from p(t).
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Key signal variability: Since k(t) is regenerated at each segment, two encryptions of
the same plaintext under the same A(t) always yield different ciphertexts. A cryptanalyst
collecting N ciphertexts gains no information about whether they originate from N distinct
plaintexts or fewer.

plaintext sensitivity: For p®(t) = pt)(t) +¢, the ciphertexts differ in both the signal term
A(t)Ap(t) and the noise term, since g(p!(t)) # g(p'?(t)). Even for ¢ = 0.01, inaudible to
the human ear. The resulting ciphertexts are completely distinct.

Differential attack: As established in equation (2.10), encrypting two plaintexts with the
same key. The noise term does not cancel. Isolating Ap(t) requires knowing p*(t) and p® ()
individually.

2.3 Oblique Subspace-Based Encryption

In the orthogonal scheme, P4 and Pi are complementary. Knowing the range subspace S
automatically reveals the null subspace S*. This geometric coupling reduces the effective
key search space for a cryptanalyst.

The oblique subspace-based encryption generalizes the orthogonal approach by replacing the
orthogonal projector with an oblique projector. In this variant, the range subspace (A) and
the null subspace (B) are independent of each other, so a cryptanalyst must estimate both
A(t) and B(t) separately.

2.3.1 Oblique Projection

The oblique projection matrix into the range subspace (A) along the null subspace (B) is
defined as:
Eap = A(AT P A~ AH P (2.14)

with its complementary projector:

Epa = P5(I — Eap) (2.15)

Unlike the orthogonal projector, E4p is idempotent but not symmetric. It satisfies the key
identities:

EspA=A and EsB=0 (2.16)

which are the algebraic properties exploited during decryption.

2.3.2 Encryption and Decryption Process

The oblique encryption equation takes the following form:

w(t) = A@) p(t) +p5 B(t) [k(t) © g(p(t))] (2.17)

where A(t) € RM+DXM and B(t) € RMFD*XM are both full-rank key matrices generated per
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segment. Note that, unlike the orthogonal scheme (2.2), the explicit projector Pi is absent,
the noise term SB(t)[k(t) ® g(p(t))] now lies in the null subspace (B).

For decryption, the ciphertext is projected using the oblique projector Fp:

y(t) = Eap x(t) = A(t) p(t) (2.18)

which follows directly from the identities (2.16). The plaintext is then recovered as:

B(t) = A*(t) y(t) = p(t) (2.19)

Table 2.2 provides a brief comparison of both SBE methods:

Table 2.2: Comparison between orthogonal and oblique SBE schemes.

Orthogonal SBE Oblique SBE
Noise confinement P+ forces noise into S+ B(t) defines an independent
null subspace (B)
Projector P4 (symmetric, orthogonal) Eap (idempotent, not

symmetric)

(A) and S+ are

Subspace dependency (A) and (B) are independent

complementary
Cryptanalyst’s task Estimate A(t) only Estimate both A(t) and B(t)
Security level Strong Stronger

The oblique scheme generalizes the orthogonal one. Specifically, when (B) = S*, the oblique
projector Eap reduces to the orthogonal projector Pi, making the orthogonal scheme a
special case of the oblique formulation.

In the remainder of this work, the orthogonal SBE is used as the basis for analysis, imple-
mentation, and hardware study, as it constitutes the foundational case from which extensions
can be derived.

2.4 Conclusion

SBE allows to securely hide data within noise while ensuring perfect recovery through a simple
linear projection. The non-linear coupling function prevents noise cancellation during key
reuse, defeating differential attacks and satisfying essential signal stability constraints. The
foundational subspace framework delivers a secure architecture ideally suited for real-time
hardware implementation.
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Key Generation

This chapter details the hardware implementation of the key generation pipeline for the
Subspace-Based Encryption (SBE) system on the Zybo Z7-20 Field Programmable Gate Array
(FPGA). The finalized design employs a robust hybrid architecture, integrating both Ring
Oscillator-based True Random Number Generator (RO-TRNG) and ChaCha20 keystream
generators. These primary entropy sources are orchestrated to continuously construct the
required cryptographic key matrices under the NIST ! international norms.

To explore this architecture, the chapter is organized as follows:

- Section 3.2 introduces the initial Linear Feedback Shift Register (LFSR) based hardware
implementation and examines its fundamental cryptographic limitations.

- Section 3.3 details the upgraded ChaCha20 hardware architecture, highlighting its
pipeline design and security advantages.

- Section 3.5 explores the RO-TRNG architecture, including the hardware-level require-
ments to eliminate the deterministic bias.

- Section 3.7 concludes with an evaluation of the generated cryptographic bitstreams.

3.1 Random Number Generator

A Random Number Generator (RNG) is any computational or physical device designed to
produce a sequence of numbers or symbols that exhibit statistical unpredictability [36]. There
are two fundamentally distinct classes:

- True Random Number Generators (TRNGs): Derive entropy from non-deterministic
physical phenomena, such as thermal noise in semiconductors, shot noise from Zener
diodes, or a free-running oscillator jitter. Because their output depends on physical
processes rather than any initial value, TRNGs are not reproducible by design.

- Pseudo-Random Number Generators (PRNGs): Are deterministic algorithms
that expand a fixed initial value (seed) into a long sequence that passes statistical tests
for randomness. Common implementations include Linear Feedback Shift Registers

!National Institute of Standards and Technology
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(LFSRs) and the Blum Blum Shub scheme [36].
While computationally convenient and hardware efficient, the statistical quality of a
PRNG is inseparable from the unpredictability of its seed.

3.2 Hardware Implementation of the LFSR Keystream
Generator

A Linear Feedback Shift Register is a shift register whose input bit is formed by a linear
function of its current state, coupling a sequential register with combinational feedback logic
to generate pseudo-random binary sequences [36].

3.2.1 Architecture Overview

A 32-stage Fibonacci LFSR was implemented in VHSIC Hardware Description Language
(VHDL), in the Fibonacci topology, with all taps  outputs are collected and XORed together
at a single feedback node, whose result is injected into the least significant bit (LSB) of the
register on each clock edge.

3.2.2 Step-by-Step Hardware Implementation

The proposed design methodology comprises three principal stages: polynomial selection,
architectural synthesis, and fault-state protection. An overview of this scheme is presented in
Figure 3.1.

Figure 3.1: Hardware architecture of the LFSR scheme.

Step 1: Feedback Polynomial Selection

The feedback polynomial determines both the period and the statistical properties of the
generated sequence. A primitive polynomial over the Fy? is required to guarantee the maximal
period of 2" — 1 states for the n-stage register. For the 32-bit implementation, the primitive
polynomial:

Px)=a2+ a2 + 22 + 2! +2° (3.1)

was selected, and the maximal length sequence of 232 — 1 = 4,294,967,295 output bits before
repetition.

2specific bit position used to calculate the next input value.
3finite with two elements {0,1}, where addition is defined as XOR and multiplication as AND.
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Step 2: Fibonacci Architecture Implementation

In the Fibonacci topology, the feedback bit is computed as the XOR of all register stages
corresponding to the non-zero terms of the feedback polynomial and is inserted into bit 0 at
each rising clock edge while the remaining bits shift one position toward the most significant
end. For the polynomial of equation (3.1), the feedback function reduces to:

b, = $31 D S21 D 81D o (3.2)

where s; denotes the current value of stage <.

The selection of tap positions is crucial; it determines the resulting sequence period, and
a poor choice leads to early repetition of states. Tables are available in the literature that
list recommended tap configurations [37]. When an optimal primitive polynomial is used,
an n-bit LFSR achieves its maximum theoretical period of 2™ — 1 distinct states before the
sequence repeats.

Step 3: Seed Loading and Zero-State Protection

The all-zero state is illegal for any LFSR. Once entered, the feedback of zero remains zero,
and the register freezes permanently. A seed validation circuit was incorporated to detect
this condition and substitute a hardcoded non-zero value (0xACE171B2) before loading the
register. This protection is applied unconditionally on every seed load event, regardless of
the source.

3.2.3 Cryptographic Weakness: The Berlekamp-Massey Attack

Despite their hardware efficiency, LFSRs are fundamentally unsuitable as standalone keystream
generators. The feedback function relies exclusively on XOR operations, making the output
sequence a linear recurrence over Fy, a structure directly solvable by Gaussian elimination [38].
The Berlekamp-Massey algorithm exploits this linearity with a complexity of only O(n?)
4 recovering the complete feedback polynomial of any n-stage LFSR from as few as 2n
consecutive output bits [38]. Once the polynomial is known, the entire subsequent keystream
is deterministically predictable.

Formally, given an output sequence {sg, s1, ..., San—1}, the algorithm solves:
n
sk:@ci-sk_i, k=n,....2n—1 (3.3)
i=1

for the unknown tap coefficients ¢;. For the real-time audio encryption context of this work,
this vulnerability makes the LESR entirely unacceptable, motivating the use of the non-linear
ChaCha20 generator.

4denotes quadratic time complexity: the algorithm’s execution time grows proportionally to the square of
the input size n.
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3.3 Hardware Implementation of the ChaCha20

The module, as shown in Figure 3.2, accepts a 256-bit secret key, a 96-bit number only
used once (nonce), and a 32-bit block counter, and produces a 512-bit keystream block
compliant with the IETF specification of RFC 7539°[39]. The output is provided through an
AXI-Stream interface, a concept that will be elaborated in detail in Section 4.3, thus enabling
direct integration with the downstream SBE matrix generator.

Figure 3.2: ChaCha 20 architecture overview [6].

3.3.1 Step-by-Step Hardware Implementation

The design flow is executed across four steps: initial state matrix construction, quarter-round
ARX (Add-Rotate-XOR) transformation, cryptographic final word addition, and AXI-Stream
output serialization combined with automated counter management.

Step 1: Initial State Construction

ChaCha20 operates on a 4 x 4 matrix of 32-bit words, forming a 512-bit internal state

initialized as follows:
consty const; consty constg

(3.4)

- Constants (row 0): The ASCII string "expand 32-byte k" split into four 32-bit
little-endian words that provide a fixed public initialization pattern that prevents
weak-key degeneracies.

- Key (rows 1-2): The 256-bit secret key k divided into eight 32-bit words ko, . .., k7.

S(Internet Engineering Task Force) RFC7539 is the standardized specification for ChaCha20-Poly1305
authenticated encryption.
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- Counter (word 12): A 32-bit block counter initialized to zero and incremented after
each 512-bit keystream block. This ensures that the same key and nonce never produce
the same output twice.

- Nonce (words 13-15): A 96-bit nonce, providing per-message uniqueness even when
the same key is reused.

In the early stages of the project, constant, pre-shared nonces were used for each data frame.
This initialization is performed in a single clock cycle and establishes the baseline state S
for the round function.

However, to meet the proper security standards of the ChaCha20 algorithm, this approach
was later modified. The system now uses a TRNG to generate a unique nonce for each frame.
The design and implementation of this TRNG are detailed in Section 3.5.

Step 2: Quarter-Round Pipeline Stages

The core transformation is the quarter-round QR(a,b,c,d), which applies four sequential
ARX (Add-Rotate-XOR) operations to four 32-bit state words:

a+=0b dd=a d<K=16 (3.5)
ct+=d; bd=c¢ bkK=12 (3.6)
a+=b; d®=a; d<&K=8 (3.7)
c+=d; bd=c bx=T (3.8)

Here, += denotes 32-bit modular addition, &= bitwise XOR and <<= a left barrel rotation.
The combination of modular addition over Zgs: and XOR over Fy introduces non-linear
mixing that is absent in LFSR-based designs, while also mapping efficiently onto FPGA
fabric: each addition leverages carry-chain logic, each rotation is a zero-cost wire permutation,
and each XOR requires only a single LUT layer.

Each cell in Figure 3.3 visually identifies one equation in the ARX quarter-round.

Figure 3.3: ChaCha20 quarter-round algorithm [6].

The full ChaCha20 block applies 20 rounds, structured as 10 alternating column and diagonal
double rounds:

- Column round: The quarter-round is applied to the four columns of the state matrix:

QR(s0, 54, 55, 512), QR(s1, S5, S9, 513), QR(52, 86, S10, 514), QR(s3, 57,511, 515)  (3.9)
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- Diagonal round: The quarter-round is applied to the four main diagonals:

QR(s0, s5, 510, 515), QR(s1, 86, 511, 512), QR(s2, 57, S8, S13), QR(83, 54, 59, 514)  (3.10)

Step 3: Final Word Addition

After all 20 rounds, the resulting state Sy is added word-by-word to the original initial state
S[)I
keystream block = ChaCha20_block(key, counter, nonce) = Say + Sy (3.11)

This final addition is critical to the one-way construction. An attacker cannot invert the
transformation to recover Sy from the keystream output alone, since the initial state is
unknown.

Step 4: AXI-Stream Output and Counter Management

The 512-bit keystream block is serialized and presented on the AXI-Stream interface. A
counter register is automatically incremented after each block is consumed. When the counter
reaches 232, a flag on a status port is asserted to refresh the key or nonce before further
encryption.

3.3.2 Known Cryptanalytic Attacks on ChaCha20

Despite over fifteen years of sustained security evaluation, all known attacks against ChaCha20
are limited to weakened, reduced-round versions. To date, breaking the full 20-round cipher
remains completely impossible with modern computing power. Table 3.1 summarizes the
most significant results.

Table 3.1: Summary of known cryptanalytic attacks on reduced-round ChaCha20.

Year Attack Type Rounds | Complexity Reference
2008 | Differential (PNB) 6 2140 Aumasson et al. [40]
2008 | Differential (PNB) 7 2231 Aumasson et al. [40]
2015 | Chosen-1V differential 7 2238.9 Maitra [41]

2020 | Differential-linear 7 22319 Coutinho & Neto [42]
2022 | Differential-linear 7 2221.95 Dey et al. [43]

2023 | PNB-based differential 6 29948 Dey et al. [44]

2024 | Multi-step key recovery 6.5 > 2128 Garai & Dey [45]
Full ChaCha20 (20 rounds) 20 > 2256 No attack known

Three major attack families have been investigated against ChaCha20:

- Differential and Differential-Linear Cryptanalysis: It is the dominant attack family.
All results exploit probabilistic differential characteristics in the quarter-round to recover
key bits, often using the Probabilistic Neutral Bits (PNB) technique to reduce the effective
key search space [40]. Despite steady progress over fifteen years, the best known result
reaches only 7 rounds at complexity 2?*!'% far beyond any computational reach [43]. A
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2023 attack on 6 rounds achieved 2948 [44], the first to fall below 2¥/2 for k = 256, yet this
affects only 30% of the full round count.

- Rotational Cryptanalysis: Attempts to exploit rotational invariants through ARX
operations, but ChaCha20’s fixed constant row forces all inputs into distinct orbits of the
state space. This makes the attack difficult to extend beyond a handful of rounds [46].

- Time-Memory-Data Tradeoff: Attacks are theoretically applicable to any stream cipher,
but become impractical for ChaCha20 when the encrypted data volume is bounded below
2% blocks. The constraint enforced by the 96-bit nonce for every execution [47].

The security margin of ChaCha20 can be quantified as:

Nfull - Nbest attack 207
100 = —— x 100 = 65 3.12
Ntan 8 20 % % ( )

Security Margin =

placing ChaCha20 among the most conservatively designed stream ciphers currently in use.

3.4 Comparative Analysis Between LFSR and ChaCha20

This section formalizes the comparison between LFSR-based and ChaCha20-based keystream
generation from both cryptanalytic and hardware perspectives that provides the quantitative
basis for the design choice considered in this work.

3.4.1 Cryptanalytic Comparison

As established in the preceding analysis, the linear feedback of an LFSR renders it highly sus-
ceptible to standard algebraic attacks, whereas the non-linear ARX architecture of ChaCha20
eliminates such threats. Table 3.2 provides a direct comparison of their respective crypto-
graphic strengths.

Table 3.2: Cryptanalytic comparison between LFSR and ChaChaZ20.

Criterion LFSR (n-stage) | ChaCha20 (20 rounds)
Feedback type Linear (XOR only) Non-linear (ARX)
Best known attack Berlekamp-Massey Differential (7 rounds)
Data required to break 2n bits > 2221 operations
Attack complexity O(n?) > 222195
Immune to linear/algebraic attacks No Yes

Security margin None 65% (13/20 rounds)

3.4.2 Hardware Implementation Comparison

Table 3.3 contrasts the implementation metrics of both generators on the Zybo Z7-20.

Both generators satisfy the real-time audio requirements during the implementation, so the
keystream generation does not limit system performance. At 125 MHz, an LFSR generates
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Table 3.3: Hardware implementation comparison on Xilinx Zyng-7000 (Zybo Z7-20).

Criterion LFSR ChaCha20

LUT count (typical) n (one per stage) ~1500-3000
Flip-flop count n ~512

DSP slices 0 0 (pure LUT adders)
Pipeline stages 1 20

Latency 1 cycle 20 cycles
Throughput (125 MHz) 1 bit/cycle 512 bits/cycle
Key/nonce support Seed only 256 bit key + 96 bit nonce
Counter support None 32 bit block counter

12.5 MB/s, while a pipelined ChaCha20 delivers 6.4 GB/s. Although the LFSR is structurally
trivial compared to ChaCha20’s 512-bit state and 20-stage pipeline, its minimal hardware
cost is outweighed by its poor cryptographic security. This makes the ChaCha20 the only
viable keystream source for our proposed SBE pipeline.

3.5 Hardware Implementation of the RO-TRNG

Since the SBE decryption stage operates without the need for prior knowledge or alignment
of B and K, these matrices are obtained directly from a TRNG instead of from the seeded
ChaCha20 pipeline. To provide this functionality, a Ring Oscillator (RO)-based TRNG was
implemented on the Zybo Z7-20, which also functions as the nonce generator for ChaChaZ20.

Ring oscillators exploit the thermal jitter inherent in CMOS inverter chains, where the
oscillation period varies unpredictably from cycle to cycle due to non-deterministic noise
processes. This provides a source of physical entropy that is entirely independent of any
software state or deterministic algorithm [48].

3.5.1 Architectural Overview

The design consists of 10 parallel ring oscillator stages, each built from an odd-length chain
of 5 inverters closed in a feedback loop. The outputs of all these stages are combined through
an XOR reduction tree before being sampled by the system clock, as shown in Figure 3.4.
This ensures the decorrelation between individual loop oscillators [49].

This design will afterward be revised to incorporate 16 parallel ring oscillator stages, each
built from an odd-length chain of three inverters, in order to meet the NIST standards
(Section 3.7). The specific number of inverters per stage and the total number of stages were
selected based on the conclusions reported in [50].
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Figure 3.4: True random number generator scheme.

3.5.2 Step-by-Step Hardware Implementation

The entropy generation design flow consists of two foundational stages: a ring oscillator (RO)
core and a multistage XOR network designed to sample and combine the discrete RO outputs.
Furthermore, a post-processing step was introduced later in the project to bridge a statistical
gap, providing the necessary enhancements to ensure the final system fully complies with
NIST standards.

Step 1: Ring Oscillator Core

Each stage is a 5-inverter chain connected in a closed feedback loop. The odd number of
inversions guarantees sustained oscillation. The feedback always inverts the current output,
preventing the circuit from settling into a stable state.

In VHDL, the ring oscillator chain is declared with the KEEP and DONT TOUCH synthesis
attributes to prevent the optimizer from merging or absorbing the inverter chain into
surrounding logic, which would destroy the jitter structure.

Step 2: Multi-Stage XOR Combination and Sampling

The 10 ring oscillator stages are created as separate instances, each assigned a unique routing
constraint to avoid identical placement. Their outputs are then combined using a balanced
XOR tree, merging the uncorrelated jitter contributions from all 10 stages into one signal:

bonlt] = D RO 3.13)

This combined signal is sampled on the rising edge of the system clock to produce the raw
bit stream {byaw[k]}. The sampling clock is asynchronous to the RO frequencies, ensuring
that each captured bit reflects an independent phase of the free-running oscillation.

Step 3: Post-processing

Raw bit streams generated directly from Ring Oscillators often exhibit statistical imbalances
that fail to meet strict cryptographic standards, as illustrated in Figure 3.5, which reveals a
non-uniform pattern rather than the flat distribution mandated for secure cryptography. To
address this, we evaluated a post-processing technique.
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Von Neumann Debiasing

Initial characterization of the raw bit stream against the NIST SP 800-22 test suite revealed
a statistically significant bit bias. This pattern arises from a known structural limitation of
RO-based TRNGs: asymmetries in the CMOS fabrication process cause individual inverter
stages to exhibit slightly unequal rise and fall times. This physical imbalance changes the
long-run average of the sampled bits toward either zero or one [49].

To counter this, Von Neumann debiasing was applied as a primary post-processing layer
solution [51]. To eliminate the bias, the corrector operates on consecutive pairs (bog, bog1)
of raw bits according to the following rule:

1 if (b, bart1) = (0, 1)
output = ¢ 0 if (b2k7 b2k+1) = (1, 0) (314)

discard if bog = bopiq

For any biased but independently distributed bit source where Pr[b = 1] = p # 0.5, the
pairs (0, 1) and (1,0) occur with an equal probability of p(1 — p). Retaining only these pairs
theoretically produces an unbiased stream.

Although the resulting throughput reduction still satisfies the requirements for key-generation
refresh rates, further evaluation revealed that the output continued to exhibit statistical
irregularities. As shown in Figure 3.6, the distribution remains non-uniform, with certain
values occurring disproportionately more frequently than others. Consequently, it became
evident that algorithmic debiasing alone was inadequate.

Figure 3.6: TRNG with post-processing out-

Figure 3.5: TRNG output bit distribution. put bit distribution.

Consequently, this approach was superseded by the hardware-level architecture, containing
synchronous D-flip-flop (DFF) sampling and a binary XOR tree.

Step 4: Synchronous DFF Sampling and XOR Binary Tree

The remaining statistical flaws were traced directly to how the oscillator rings were sampled
and combined. In standard asynchronous designs, the continuous, high-frequency outputs of
multiple ROs are fed directly into a single XOR gate. This floods the gate with asynchronous
transitions, pushing it into an overload state that distorts the output bias.

To completely resolve this issue, the purely algorithmic debiasing was replaced with a
structured hardware enhancement. This proposed architecture was implemented according
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to [50] and is illustrated in Figure 3.7. It relies on three key design principles to stabilize the
entropy generation:

- Synchronous DFF Sampling: As depicted in the schematic 3.7, a DFF (1 through
16) is placed immediately after each of the 16 ROs. These DFFs sample the highly
unstable RO signals at a fixed system clock edge to ensure that the downstream logic
is not overloaded by raw oscillator transitions.

- Binary XOR Tree Structure: Instead of directing all asynchronous signals into a
single gate, the synchronized DFF outputs are merged using a cascading binary tree of
XOR gates. Because each gate processes only two synchronized input signals at a time,
the processing load is uniform and strictly tied to the sampling clock. The final bit
signal is then passed through a final DFF sampler before becoming the stable output.

- Optimized FPGA Routing: To maximize entropy generation, the individual rings
were restricted to exactly three inverters, which yields the highest frequency, averaging
around 400 MHz.

Figure 3.8: TRNG with updated RO
hardware architecture output bits distri-
Figure 3.7: Design flow for the updated RO hard- bution.
ware architecture.

By stabilizing the signal extraction process and structuring the XOR, this hardware level
successfully eliminated the remaining biases as the uniform distribution is illustrated in
Figure 3.8. The corresponding NIST evaluation results are comprehensively analyzed and
discussed later in Section 3.7.

3.6 Hybrid Key Generation: ChaCha20/RO-TRNG

The SBE model relies on the generation of three structured matrices, A, B, and K, whose
coefficients must be cryptographically unpredictable and dynamically refreshed for every
audio frame. The system employs a parallelized hardware architecture that synchronizes
both the RO-TRNG and the ChaCha20 stream cipher.

Within this framework, the RO-TRNG serves a dual, simultaneous purpose. One stream
directly exploits physical thermal jitter to provide non-deterministic entropy for the B and
K matrices. A critical architectural advantage of the SBE model is that B and K are used
exclusively during the encryption phase.
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Concurrently, another instance of the RO-TRNG supplies a true-random nonce to the
ChaCha20 module. Initialized with this physical entropy, the ChaChaZ20 is specifically tasked
with constructing the A matrix. Because the receiver must reconstruct A exactly to perform
the correct subspace projection during decryption, A must be generated deterministically
from the transmitted nonce.

By executing these hardware processes simultaneously, the system provides physical ran-
domness for encryption while ensuring the strict determinism required for decryption, all
without introducing latency bottlenecks for incoming audio frames. Figure 3.10 illustrates
the IP block architecture of the SBE matrix generation layer, and Figure 3.9 presents the
corresponding RTL IP block integrated into the Vivado environment.

encryption_key_gen_0

— . m_axis =+ 5=
=+ s_axis
clk

reset_n

valid_o
RTL a[31:0]
b[31:0]

en_encrypt_i
Sl AS k[15:0]

encryption_key_gen_v1_0

Figure 3.9: RTL IP core for the SBE key generation module within Vivado.

Figure 3.10: Hybrid key generation architecture: ChaCha20 for A and RO-TRNG for nonce,
B and K.

After the matrix generation layer has derived these parameters, the SBE applies equa-
tion (2.2). This coordinated hardware routing results in a ciphertext that exploits true
physical randomness to ensure the confidentiality of the audio stream.

3.7 Randomness Validation: NIST SP 800-22 Test
Suite

NIST is the reference statistical test suite issued by the National Institute of Standards and
Technology for evaluating the randomness of bit sequences produced by hardware or software
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generators intended for cryptographic use. It comprises 15 distinct statistical tests, each
targeting a specific weakness that a non-random generator is likely to produce.

3.7.1 Overview of the NIST SP 800-22 Framework

The NIST SP 800-22 suite evaluates randomness through 15 specialized tests. The Frequency
and Block Frequency tests ensure an equal distribution of zeros and ones globally and
locally, while Runs and the Longest Run of Ones detect oscillations or identical bit
sequences that deviate from expected patterns. Structural integrity is further assessed via the
Binary Matrix Rank for linear dependence, the Discrete Fourier Transform (DFT) for
periodic patterns, and Template Matching (Non-overlapping and Overlapping) to find
irregular m-bit occurrences. Complexity is measured using Maurer’s Universal Statistical
test for compressibility, Linear Complexity to ensure the equivalent LFSR is sufficiently
long, and Serial and Approximate Entropy tests for uniform pattern distribution. Finally,
the Cumulative Sums and Random Excursion tests analyze the sequence as a random
walk to detect deviations from expected path behaviors [52].

Each test produces a p-value under the hypothesis of randomness-density in which the
sequence is randomly generated. A sequence passes a given test at significance level o = 0.01
when p-value > a. For 100 independent test sequences, each has 10° bits of data, the
minimum acceptable pass rate per test is 96%, since statistical fluctuations allow up to 4
sequences to fail by chance alone [53].

The NIST SP 800-22 suite has been widely adopted as the primary validation tool for
FPGA-based TRNGs [49, 54]. Passing its full tests is considered a necessary condition for
the cryptographic deployment of any entropy source.

3.7.2 NIST Analysis and Empirical Results

To validate the statistical integrity of the developed key generation pipeline, bitstreams of 10®
bits were collected from both the implementation of ChaCha20 and the Ring Oscillator (RO)
using the Vivado ¢ design tool and subjected to the NIST tests. The results are summarized
in Table 3.4, that provide the statistical validity of each module.

SVivado is a software tool used to design, simulate, and implement hardware systems for Xilinx boards.
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Table 3.4: NIST Results: ChaCha20 (Fixed/TRNG Nonce) and RO-TRNG.

. ChaCha20 (Fixed Nonce) RO-TRNG ChaCha20 (TRNG Nonce)
Statistical Test
p-value Status p-value Status p-value Status
Frequency (Monobit) 0.637119 PASS 0.401199 PASS 0.474986 PASS
Block Frequency 0.554420 PASS 0.494392 PASS 0.534146 PASS
Cumulative Sums (Forward) 0.637119 PASS 0.474986 PASS 0.025193 PASS
Cumulative Sums (Reverse) 0.474986 PASS 0.366918 PASS 0.249284 PASS
Runs 0.224821 PASS 0.534146 PASS 0.202268 PASS
Longest Run of Ones 0.897763 PASS 0.991468 PASS 0.202268 PASS
Binary Matrix Rank 0.262249 PASS 0.719747 PASS 0.319084 PASS
DFT (Spectral) 0.437274 PASS 0.023545 PASS 0.202268 PASS
Non-overlapping Template Matching | 0.0013—-0.9879 PASS 0.0002-0.9879 | PASS | 0.0089-0.9879 PASS
Overlapping Template Matching 0.991468 PASS 0.080519 PASS 0.935716 PASS
Maurer’s Universal Statistical 0.066882 PASS 0.935716 PASS 0.181557 PASS
Approximate Entropy 0.350485 PASS 0.759756 PASS 0.437274 PASS
Serial Test 1 0.137282 PASS 0.474986 PASS 0.911413 PASS
Test 2 0.401199 PASS 0.699313 PASS 0.236810 PASS
Linear Complexity 0.996335 PASS 0.657933 PASS 0.616305 PASS
Random Excursions 0.2430-0.7887 PASS 0.0956-0.9411 | PASS | 0.0462-0.9573 PASS
Random Excursions Variant 0.0956-0.8486 PASS 0.0298-0.9411 | PASS | 0.0213-0.9705 PASS

Based on the results, both ChaCha20 nonce strategies yield statistically equivalent output
quality, successfully passing all NIST tests. While a fixed nonce is sufficient for isolated
statistical validation, the RO-TRNG-seeded variant is employed in the deployed system to
eliminate nonce reuse vulnerabilities and ensure cryptographic freshness across communication
sessions.

For complete transparency and further analysis, the comprehensive NIST test logs and overall
statistical results for all configurations are provided in the Appendix.

3.8 Conclusion

This chapter established the design, implementation, and validation of the SBE key generation
on the Zybo Z7-20.

The design process followed a clear developmental trajectory. Initially prototyped using
a 32-bit Fibonacci LFSR as a performance baseline, the architecture was upgraded to a
ChaCha20-based expansion to enhance cryptographic strength across all operands. The final
system used a hybrid architecture: a ChaCha20 generator provides coefficients for the A
matrix, while the RO-TRNG provides genuine physical entropy for the B and K matrices.
This specific design choice leverages the SBE model’s unique property since B and K are not
required for the decryption process, allowing the integration of true randomness.
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Communications Channel

The implementation of a secure, real-time audio transmission system on a programmable
System-on-Chip (SoC) requires a specified communications channel. This chapter establishes
the architectural design of the end-to-end communications, explicitly addressing the trade-off
between high-fidelity data acquisition and low-latency cryptographic processing throughput.
By interfacing physical analog domains with digital transport infrastructure, the proposed
framework optimizes data-flow paths to achieve reliable performance.

The chapter is organized as follows:
- Section 4.1 establishes the fundamental digital signal processing and information theory.

Section 4.2 outlines the physical audio interface and its clocking hierarchy:.

Section 4.3 details the AXI4-Stream protocol and its mechanics.

Section 4.4 maps the proposed communications scheme deployed across the SoC fabric.

Section 4.5 justifies the network topology and transmission modes.

4.1 Theoretical Foundations

The parameters of the proposed communications channel derive directly from established
theorems in digital signal processing and information theory.

4.1.1 Audio Sampling and Quantization

To ensure high-fidelity digitization of the analog signal, the system parameters are established
by the Nyquist-Shannon sampling theorem [55, 56]. An analog signal can be reconstructed
provided the sampling frequency F that satisfies Fy > 2 F,.x. Given the human auditory
range of 20 kHz, the system operates at a standard F; = 48 kHz per channel, providing a
sufficient guard band.

Following sampling, the continuous amplitude is quantized into 2% discrete levels. The
theoretical maximum Signal-to-Quantization-Noise Ratio (SQNR) is approximated as [57]:

SQNR ~ 6.02-Q + 1.76  (dB) (4.1)
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By selecting a bit depth of () = 24 bits, the system achieves approximately 146 dB. Because
Subspace-Based Encryption (SBE) injects high-energy orthogonal noise to mask the signal
(Section 1.7), this resolution ensures that the combined amplitude is handled without causing
amplitude saturation in the fixed-point format.

4.1.2 Transmission Bit Rate

The required transmission source bit rate R for the encrypted stereo audio stream at 2 x 48
kHz is evaluated under both the fixed and dynamic nonce configurations as follows:

R =2 x64 x 48,000 ~ 6.14 Mbps (Fixed nonce) (4.2)

R =2 x (64 +96) x 48,000 ~ 15.36 Mbps (Dynamic nonce) (4.3)

The use of a Gigabit Ethernet link (1000 Mbps) provides much more bandwidth than is
actually needed for the transmitted data. The latter guarantees that the end-to-end latency
is governed exclusively by hardware buffering rather than channel congestion.

4.2 Audio Interface and Clocking Scheme

The physical acquisition layer utilizes the Inter-IC Sound (I?S) protocol, a synchronous serial
interface designed for communicating digital audio between an FPGA fabric and an external
codec. The SSM2603 codec on the Zybo Z7-20 is driven by a strict clock hierarchy established
from the 125 MHz system clock through the Mixed Mode Clock Manager (MMCM), which
is responsible for generating stable and low-jitter Master Clock (MCLK), alongside the
derived Bit Clock (BCLK) and Left Right Clock (LRCLK) that synchronize the serial data

transmission.

4.2.1 Clock Hierarchy

The relationship between the audio sampling frequency F, and the three I?S clock signals is
defined by the SSM2603 hardware requirements [58], as shown in Figure 4.1:

FMCLK = 256 X FS = 12.288 MHz
F
Forx = —CK — 3072 MHz (4.4)
Fperx
F = =48 kH
LRCLK 64 Z

Figure 4.1: I?S protocol.
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The three signals serve different roles within the protocol:

- MCLK (Master Clock): Reference clock fed directly to the SSM2603. It sets the
codec’s internal oscillator and determines the sampling rate.

- BCLK (Bit Clock): Clocks each serial data bit. Once complete, the audio sample
bits shift out per channel between consecutive LRCLK transitions.

- LRCLK (Left Right Clock): Toggles at Fy, = 48kHz. A falling edge marks the
start of the left channel sample, and a rising edge marks the start of the right channel
sample. Both edges are exploited in this implementation, doubling the effective sample
delivery rate to 96 kHz.

The IS interface consists of these three signals plus the serial data line (SDIN/SDOUT). In
this implementation, the codec is configured for 24-bit audio resolution.

4.3 AXI4-Stream Standard Interface

Every internal data transfer in the system, from the I2S to the key generator and the
encryption engine, passes through to the decryption engine, is carried over the AXI4-Stream
protocol defined in the ARM AMBA AXI-Stream specification [59]. Its handshake rules
govern the timing and back-pressure behavior of every module in the design.

4.3.1 Protocol Overview

AXI4-Stream is a unidirectional, point-to-point data bus intended for high-throughput
streaming connections where neither addressing nor bursting is required. The protocol defines
three mandatory signals on each channel [59]:

- TDATA carries the payload. In this design, the width is either 32 bits (plaintext
audio samples) or 64 bits (encrypted ciphertext pairs).

- TVALID is asserted by the source to indicate that the data on TDATA is stable and
ready to be consumed.

- TREADY is asserted by the destination to indicate that it can accept a transfer on
this cycle.

A data transfer occurs on every rising edge of the system clock at which both TVALID and
TREADY are simultaneously declared, as shown in Figure 4.2. This mechanism, known
as back-pressure, involves backward flow from the output to the input. If the downstream
module cannot accept the data, it de-asserts TREADY, stalling the upstream source without
losing any sample. Neither the source nor the destination may drop a transfer once TVALID
has been raised. The source must hold a stable TDATA and TVALID signals until the
transfer is accepted.
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Figure 4.2: AXI4-Stream handshake

For example, in the encryption stage, if the downstream First-In First-out (FIFO) fills,
the engine holds the data until the current sample is successfully forwarded. Similarly,
the decryption engine drops TREADY to pause incoming data while the restoring divider
calculates the pseudo-inverse. This hardware handshake prevents data overwrites and ensures
both FPGA boards remain perfectly synchronized without requiring any complex logic.

4.4 Proposed communications Scheme

A primary contribution of this work is the development of an end-to-end system that integrates
real-time audio acquisition, hardware-accelerated cryptographic modules (for both encryption
and decryption), and efficient network encapsulation. Implemented on identical Zybo Z7-20
SoC FPGA platforms, the architecture is divided into distinct transmitter and receiver
pipelines.

It should be noted that the unidirectional pipelines detailed in this section constitute
the foundational backbone of the project. While initially designed to validate the core
cryptographic dataflow and hardware routing, this baseline scheme was evolved into a
complete full-duplex communications system. This evolution occurred in two stages: initially
operating as a TCP-based full-duplex system utilizing a single session-generated nonce and
advancing into a UDP-based full-duplex architecture featuring dynamic, per-frame nonce
generation. Nevertheless, all full-duplex functionalities remain dependent on the fundamental
hardware and data routing established in this scheme.

4.4.1 Transmitter Architecture

The transmitter is designed to convert a raw analog audio signal into a secure, packetized
network stream, as illustrated in Figure 4.3. The dataflow originates at the SSM2603 audio
codec, traverses the AXI4-Stream fabric into the Subspace-Based Encryption (SBE) hardware
module, and ends in the software network stack for external transmission.
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Figure 4.3: Proposed transmitter architecture.

The pipeline executes the following sequential operations:

1. Digitization and Alignment: Incoming 24-bit IS audio samples are aligned and
zero-padded to conform to the standard 32-bit data width of the AXI4-Stream bus.

2. In-Stream Cryptography: The aligned plaintext samples are routed directly into
the custom SBE IP core. Here, the hardware merges the audio payload with the
time-varying keys to produce 64-bit ciphertext samples.

3. Direct Memory Access (DMA): To preserve computational bandwidth, the en-
crypted payloads are accumulated in a hardware FIFO before being burst-transferred
via the AXI DMA engine directly into the DDR memory, entirely bypassing Central
Processing Unit (CPU) intervention.

4. Network Encapsulation: The Lightweight IP (IlwIP) network stack, executing on the
ARM Cortex-A9 processor within the Processing System (PS), retrieves the ciphertext
from memory, encapsulates it into network segments (such as TCP segments or UDP
datagrams), and delivers the data through the Gigabit Ethernet.

4.4.2 Receiver Architecture

The receiver performs the inverse operational sequence to accurately reconstruct the secured
audio stream. Incoming network segments are captured and reassembled by the PS processor,
pushed to the DDR memory, and streamed via DMA into the Programmable Logic (PL) part
to provide data to the hardware decryption.
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Figure 4.4: Proposed receiver architecture.

An important component of the receiver design is the AXI4-Stream FIFO, which acts as an
asynchronous buffer between the DMA output and the digital-to-analog converter (DAC).
This component is essential for absorbing any transport jitter induced by network latency
fluctuations or DMA burst timing constraints. By doing so, it guarantees a continuous and
uninterrupted plaintext samples to the downstream audio logic, thereby eliminating the risk
of data starvation or missing audio samples.

4.5 Network protocol and transmission mode selection

This section establishes the network layers’ infrastructure supporting the communications
channel, alongside an architectural analysis of the transmission modes utilized throughout
the development.

4.5.1 Network protocols

The Open Systems Interconnection (OSI) model serves as a conceptual framework that
standardizes network communications by organizing functions into hierarchical layers. This
analysis focuses on three foundational layers: the physical layer, the data link layer, and the
transport layer. Each of these layers is illustrated in the Figure 4.5.

The Physical Layer

At the hardware level, the physical layer implements the 1000BASE-T Ethernet standard
over Category 6 (Cat-6) Unshielded Twisted Pair (UTP) cabling. To achieve a transmission
throughput of 1 Gbps, the architecture utilizes Pulse Amplitude Modulation 5 (PAM-5),
which encodes multiple bits per signal change. Furthermore, a Cyclic Redundancy Check
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(CRC) is implemented to detect signal corruption and verify frame integrity before data is
passed higher up the stack.

The Data Link Layer

The data link layer is evaluated based on the fragmentation strategies required for system
operations. This layer handles the framing and division of data blocks, ensuring that the
payloads conform to Maximum Transmission Unit (MTU) constraints and preparing them
for efficient physical layer propagation.

The Transport Layer: TCP and UDP

The transport layer manages end-to-end data delivery across the network. It utilizes either
the Transmission Control Protocol (TCP) or the User Datagram Protocol (UDP), depending
on specific application requirements.

— TCP is a connection-oriented protocol designed to ensure reliable and error-checked data
delivery. It establishes a formal connection via a handshake mechanism and utilizes sequence
numbers and acknowledgments to ensure that all packets are received correctly and in the
proper order. This introduces protocol overhead, making TCP essential for applications that
need perfect data fidelity.

— However, UDP is a connectionless, minimal protocol that transmits datagrams without
establishing a prior connection or guaranteeing delivery. It eliminates acknowledgment
mechanisms and flow control that reduce latency and protocol overhead. UDP is preferred
for real-time or streaming applications where speed is critical and minor packet loss does not
reduce the effectiveness of the system.

Figure 4.5: TCP/IP protocol layers scheme.
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4.5.2 Transmission Modes

In data communications systems, the transmission mode dictates the directionality of signal
exchange between connected nodes (in the context of this architecture, FPGAs). Depending
on hardware capabilities and channel requirements, communications interfaces operate in one
of three modes [7]:

- Simplex transmission mode: Enforces a unidirectional flow of data. As illustrated in
Figure 4.6, the physical layer relies on a single-strand cable where one device functions
exclusively as the transmitter and the other as the receiver. This topology is efficient
for asymmetric applications that do not require acknowledgment or return data.

Figure 4.6: Simplex data transmission flow [7].

- Half-duplex transmission mode: Resolves the unidirectional limitation of simplex
systems by enabling bidirectional data exchange, but not concurrently. As shown in
Figure 4.7, both end devices possess transmitting and receiving capabilities. However,
because they must time-share the communications medium, data can only flow in one
direction at any given instant. While this alternating sequence saves bandwidth, it
adds a slight delay whenever the direction of transmission switches.

Figure 4.7: Half-duplex data transmission flow [7].

- Full-duplex transmission mode: This mode allows simultaneous and bidirectional
data transfer. As demonstrated in Figure 4.8, this architecture functions as a composite
of two independent simplex channels operating in opposite directions. Because both
FPGA nodes are equipped with dedicated transmit and receive pathways, they can
process incoming and outgoing data streams concurrently.

Figure 4.8: Full-duplex data transmission flow [7].
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In the implementation, a hybrid deployment strategy is utilized. A simplex configuration
is used during the initial setup and calibration phase before transitioning to full-duplex
deployment to handle continuous and simultaneous bidirectional encryption and decryption
workflows.

4.6 Architectural Constraints and Data Path Optimiza-
tion

To bridge the theoretical communications channel with the physical SoC hardware, the
architecture imposes memory and buffering constraints. Data traverses between the Processing
System (PS) and the hardware Programmable Logic (PL) via DDR memory. For real-time
execution without triggering network fragmentation or CPU starvation, the data path
parameters must be optimized.

4.6.1 DMA Double Buffering Strategy

To decouple the real-time timing of the audio hardware from the asynchronous nature of
network traffic, the system employs a double buffering (ping-pong) memory architecture.
Two physically distinct memory regions, Buffer A and Buffer B, are allocated in the DDR
memory.

The DMA engine streams audio data to Buffer A from the programmable logic, while the ARM
Cortex-A9 processor packs incoming network payloads from Buffer B. Upon transmitting, a
hardware interrupt signals DMA transfer completion, and the software automatically swaps
the buffer pointers.

The primary trade-off in this design is determining the optimal buffer size:

- Latency and Throughput: Larger buffers improve throughput and handle network
jitter better by reducing CPU interrupts, but they result in higher processing latency.
Smaller buffers minimize latency for real-time audio, but risk audio dropouts due to
the high frequency of DMA interrupts.

- Cache Coherence Overhead: Because the CPU and DMA share physical memory,
the CPU must manually invalidate its cache before each transfer. Consequently, frequent
buffer swaps increase the CPU time spent clearing the cache rather than processing
audio packets.

4.6.2 Ethernet Payload Sizing and IP Fragmentation

To guarantee reliable delivery and minimize protocol processing overhead, the network
transmission must be designed to avoid IP fragmentation. The latter occurs when a packet
exceeds the physical layer’s maximum capacity, forcing the network to split it into smaller
segments.

The sizing parameters for standard Gigabit Ethernet establish the maximum audio payload
per packet:

- Maximum Transmission Unit (MTU): It is defined as 1500 bytes and represents
the absolute maximum size of the IP packet (including all headers and payload) that
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can be encapsulated into a single physical Ethernet frame.

- Protocol Overhead: The IPv4 header consumes 20 bytes, while the TCP and UDP
headers add 20 bytes and 8 bytes, respectively.

Thus, the Maximum Segment Size (MSS), which is the largest quantity of application layer
data per segment without fragmentation, is calculated as:

MSSrep = 1500 (MTU) — 20 (IPv4) — 20 (TCP) = 1460 bytes (4.5)

MSSypp = 1500 (MTU) — 20 (IPv4) — 8 (UDP) = 1472 bytes (4.6)

So, the application layer must chunk the audio stream such that the payload never exceeds
1460/1472 bytes, per network packet.

4.6.3 Mathematical Optimization of Hardware Parameters

The constraints can be formalized into a mathematical model to determine the optimal DMA
and FIFO sizing parameters. Let F; denote the audio sampling frequency, N, the number of
channels (N, = 2 for stereo), and @ the audio bit depth resolution.

Optimal Buffer Size

Let N, represent the number of audio frames accumulated per buffer swap. The temporal
duration of one buffer is Ty, = Ns/Fs. To prevent CPU starvation, T, must be strictly
greater than the maximum software overhead required to process the hardware interrupt and
invalidate the memory cache, denoted as Tisg:

Tour > Tis = Ny > Tisg - F (4.7)
Simultaneously, to respect the MSS constraint derived in (4.5) and (4.6), the size of the buffer
in bytes (Spuffer) must be bounded:

Woma

Syutier = N, - N, ( ) < MSS (4.8)

Isolating Ny yields the maximum number of samples transmitted per packet without frag-

mentation: \SS
-8
N < | ——"— 4.9
\‘NC : WDMAJ ( )

For a 32-bit stereo configuration (Wpyma = 32, N. = 2, MSS = 1460), equation (4.9) restricts
the buffer capacity to a maximum of Ny = 182 samples. The selected buffer size must
therefore satisfy the dual inequality:

Tisk - Fy < N, < 182 (4.10)
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AXI-Stream FIFO Depth Sizing

The AXI-Stream FIFO serves as an essential buffer between the continuous data stream of
the audio hardware and the burst-oriented transfers of the DMA. The primary factor in
determining the required FIFO depth is the dead time (Tjeaq), which represents the system
latency incurred when the DMA completes a transfer and waits for the processor to allocate
the next memory buffer.

During this transition period, the audio interface continues to generate data at a fixed sample
rate (Fy) for each channel. The FIFO must be adequately sized to store all incoming samples
during this interval, while also reserving enough capacity to hold at least one data burst
(Lpurst) to maintain bus efficiency. The minimum depth (Dgrro) is calculated as:

DFIFO > [Tdead : Fs : Nc—l + Lburst (411)

If the FIFO is configured below this threshold, it will overflow during DMA buffer transitions,
which leads to dropping data packets.

The values Lyyst = 32 and Dgppo = 1024 were chosen as they satisfy the theoretical depth
requirement with a safety margin.

Conclusion

This chapter presented the communications architecture that supports the proposed secure
audio transmission system. It detailed the theoretical communications requirements, the
audio interface, the AXI4-Stream protocol, and the architectures for both the transmitter and
receiver. Additionally, the chapter examined the network protocols and transmission modes,
as well as the optimization of buffering and data transfer mechanisms needed to ensure
real-time operation. Together, these components provide the communications infrastructure
in which the hardware-based encryption and decryption modules will be integrated.
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FPGA Implementation

This chapter presents the complete Field Programmable Gate Array (FPGA) implementation
of a real-time secure audio communications system based on the Subspace-Based Encryption
(SBE) algorithm, deployed across two peer-to-peer Zybo Z7-20 boards. The hardware
architecture features a strict hardware-software partition: network stack management runs
on the ARM Cortex-A9 Processing System (PS), while all cryptographic processing occurs
entirely within the Programmable Logic (PL) fabric, with the Direct Memory Access (DMA)
serving as a middleware interface for data transfer. Audio samples traverse the pipeline via
high-throughput AXI4-Stream interfaces before being exchanged over the 1 Gbit/s Ethernet
link. Rather than operating as a rigid emitter-receiver pair, both hardware nodes function
as full-duplex transceivers, concurrently executing identical transmit (Tx) and receive (Rx)
processes.

The contribution of this chapter is a fully pipelined, full-duplex hardware architecture capable
of executing the complete SBE algorithm within the 1302 cycle budget imposed by the 48 kHz
audio sampling rate. This system-level achievement is realized through several developments,
which structure the chapter as follows:

- The physical deployment and integration of the SSM2603 codec, establishing the
hardware baseline for this architecture, are presented in Section 5.1 and Section 5.2.

- A synchronization methodology that maintains absolute cryptographic phase alignment
between Tx and Rx processes without requiring dedicated side-channels or additional
control logic. The communications framework supporting this protocol is detailed in
Section 5.3.

- The encryption architecture is detailed in Section 5.5, where the full arithmetic path
is organized in an eight-stage pipeline to satisfy timing closure, and a dual-cascade,
CORDIC-based hardware implementation of the non-linear function that operates
entirely without dedicated hardware multipliers.

- Section 5.6 presents the decryption architecture, in which recovery is performed via a
hardware pseudo-inverse engine and a synchronization mechanism.
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5.1 Hardware Platform

The physical implementation of the proposed system is deployed on the Digilent Zybo
77-20 development board, built around the Xilinx Zyng-7020 SoC. Realizing secure full-
duplex audio requires a hardware foundation capable of meeting three central criteria: real-
time cryptographic processing, continuous audio acquisition, and high-throughput Ethernet
communications. The following subsections detail the SoC architecture and resource mapping
to demonstrate how the platform accommodates these constraints.

5.1.1 SoC Architecture Overview
The functional architecture of the Zyng-7000 SoC is illustrated in Figure 5.1.

Zyng-7000 SoC

Processing System

1/0 Peripherals

Clock icati P
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Figure 5.1: Zyng-7000 SoC functional overview.

The platform is structured around two subsystems. Table 5.1 summarizes the key components
exhibited in Figure 5.1, and their roles in this work.

5.1.2 Motivation for the Choice of the Zybo z7-20

Implementing a secure audio communications system imposes demands that neither a pure
microcontroller nor a standalone FPGA can satisfy efficiently. A microcontroller lacks
the highly parallelized fabric required for real-time cryptographic execution, while a bare
FPGA lacks the abstraction layers necessary for robust network stacks and complex system
orchestration.

The Zynq-7020 resolves this issue through its hybrid architecture. By offloading the compu-
tationally intensive SBE pipelines and TRNG cores to the PL fabric, while relying on the PS
to orchestrate DMA transfers, manage network stacks, and configure the audio codec via
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Table 5.1: Zyng-7020 components and their role in the secure audio system.

Subsystem Component [58] Architectural Role in the system
ARM Cortex-A9 (dual-core) System control, DMA management, network stack
Processing System (PS) L1/L2 caches, DDR3 interface | Audio buffer storage, data coherence
DMA controller (PS-PL) Audio frame transfer to/from PL fabric
GbE MAC + Ethernet PHY Audio streaming over Ethernet
CLBs, LUTs, registers TRNG, ChaCha20, SBE control logic
Programmable Logic (PL) DSP slices SBE matrix inner-product operations
Block RAM Asymmetric FIFOs
SSM2603 codec interface (I2S) | Audio acquisition and playback
PS-PL Interconnect AXI HP ports High-throughput DMA audio data path
AXI GP ports Control register access (cipher cores)

high-speed AXI interconnects, the system achieves strict real-time execution without CPU
bottlenecks.

Beyond the fundamental capabilities of the Zynq SoC, the development board provides
critical integrated peripherals, specifically, the SSM2603 audio codec (with Line-In, Mic-In,
and headphone interfaces) and a Gigabit Ethernet port. The availability of these built-in
interfaces, combined with sufficient LUT and BRAM resources to accommodate the full
system design. Furthermore, possessing two identical boards naturally facilitates a symmetric
full-duplex transceiver experimental setup without requiring external bridging hardware.

Exactly these architectural advantages motivated the final selection of the Zybo Z7-20 for
this work.

5.2 Audio Codec Architecture and Control Interface

Real-time audio capture and reconstruction are driven by the analog SSM2603, a low-power
stereo audio codec.

To ensure optimal performance and avoid processing bottlenecks, the architecture divides
the audio operations into two paths: a sequential control managed by the ARM PS and a
parallel data streaming implemented in the PL fabric.

5.2.1 System Configuration and /°C Control Path

Audio codec initialization requires precise configuration of sampling rates, power management
states, and analog routing paths before signal acquisition. It is executed as a one-time setup
during the system boot by the PS using the Inter-Integrated Circuit (I*C') protocol [8]. Once
these registers are locked, the I?2C' peripheral remains dormant to preserve the processing
cycles unless a user dynamically requests an input source change (switching from Mic-In to
Line-In) at runtime.

The hardware-software boundary of the architecture is achieved by integrating an I*C
Intellectual Property (IP) core in the PL, which is connected to the PS via an AXI Interconnect
peripheral as illustrated in Figure 5.2. Meanwhile, the independent top-level Register-Transfer
Level (RTL) module bypasses the processor bus to route high-speed audio signals (MCLK,
BCLK, and LRCLK as explained in Section 4.2.1) directly to the codec interface, while also
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receiving samples from it and outputting the processed ones.

Figure 5.2: IP block of the system architecture: the PS’s I?C control and the PL’s IS data
streaming.

In contrast, implementing this initialization in the PL would require a custom /?C master and
a complex FSM. Assigning these tasks to the ARM processor preserves LUTs and flip-flops
while reserving the PL fabric exclusively to the cryptographic pipelines.

5.2.2 Data Streaming, Sampling, and Digital Filtering

The system enforces a sampling frequency of f; = 48 kHz established by writing a bit vector
to the register (R8). This configuration adjusts the Base Over-Sampling Rate (BOSR) *
and Sample Rate (SR) ? dividers within the codec, allowing the internal clocks to remain
synchronized with the external hardware Master Clock.

Similarly, analog circuits introduce a slow voltage drift known as a DC offset, which shifts
the audio signal away from its true zero baseline. Although this shift does not affect normal
listening, it can cause fixed-point overflow in the FPGA’s arithmetic pipelines and corrupt
encryption and decryption operations.

To correct this, the digital built-in High-Pass Filter (HPF)3. integrated into the codec was
enabled by clearing the corresponding bit in the Digital Audio Path register (R5). This filter
is applied immediately after the Analog-to-Digital Converter (ADC). It features a sharp
cutoff frequency of —3 dB of 3.7 Hz [8] that decreases DC drift without modifying audible
frequencies.

'BOSR bit (Register R8, Bit D1) is the oversampling multiplier relative to the audio sampling rate,
selecting 256 f5 clocking profile in this implementation (the register’s bits are mentioned in the Appendix).

2The 4 bit SR (SR[3:0], Register R8) configures internal hardware dividers to step down the MCLK into
the precise clocks required for the 48 kHz I2S stream.

SHPF is a hardware ADC filter, specifications: 3.7 Hz (=3 dB), 10.4 Hz (—0.5 dB), and 21.6 Hz (—0.1
dB) [8].
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5.2.3 Analog Routing: Mic-In and Line-In Configurations

Depending on the application, the system can route two hardware input pipelines via the
Analog Audio Path register (R4). As illustrated in the codec’s internal block diagram
in Figure 5.3, these inputs contain different electrical characteristics and internal routing
topologies:

Figure 5.3: SSM2603 internal analog routing architecture [8].

- Microphone Input: Microphones output highly attenuated analog signals, typically in
the millivolt range. When this input is selected, the codec routes the mono signal through
an internal preamplifier. As highlighted in Figure 5.3, this path features a switchable
+20dB boost loop. Without this stage, the weak microphone signal would not utilize the
full dynamic range of the ADC, leading to low SNR and quantization noise.

- Line Input: It is designed to accept standardized, higher voltage signals, such as smart-
phones or PC audio outputs. When selected, this path captures the stereo audio signal and
bypasses the boost loop, as the latter may introduce voltage saturation and clipping at the
ADC input. Instead, the fine-tuning of the stereo levels is handled by the independent Left
and Right ADC volume registers (RO and R1), which are initialized to unity gain of 0 dB.

5.2.4 Initialization Sequence and Register Mapping

The PS initializes the SSM2603 via the I?C bus and transmits 9-bit payloads to configure
the codec’s power domains, analog routing, and digital framing. This sequence is summarized
in Table 5.2.
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Table 5.2: SSM2603 I2C register configuration and initialization sequence.

Register Purpose Data Functional Explanation
R15 Software Reset 0b000000000 | Executes a software reset and clears all registers to default hardware states
RO Left ADC Input Volume | 0b000010111 | Unmutes left ADC and calibrates it to a 0dB (unity gain) baseline
R1 Right ADC Input Volume | 0b000010111 | Unmutes right ADC and calibrates it to a 0dB (unity gain) baseline
R2 Left DAC Volume 0b101111001 | Sets left DAC volume to 0dB and enables simultaneous load to the right channel
R3 Right DAC Volume 0b101111001 | Sets right DAC volume to 0dB and enables simultaneous load to the left channel
R4 Analog Audio Path 0b000010010 | Configures the analog path for Line-In, bypassing the microphone boost loop
R5 Digital Audio Path 0b000000000 | Enables the DC High Pass Filter and unmutes the DAC
R6 Power Management 0b000110000 | Powers on the ADC, DAC and the analog paths
R7 Digital Audio I/F 0b000001010 | Configures the audio interface for 24-bit word lengths and standard I2S formatting
R8 Sampling Rate 0b000000000 | Sets Line-In mode, selects a 256 fs BOSR, and locks clock dividers for f; = 48kHz
RO Active Control 0b000000001 | Sets the Active bit to 1, engaging the digital core for live audio streaming

5.3 Communications Channel Implementation

Following the hardware—software partitioning introduced previously, this section details the
data management mechanisms and network protocols that form the communications channel.
Within the system, a Direct Memory Access (DMA) controller functions as the interface
between subsystems, enabling efficient data transfer while reducing latency, jitter, and CPU
load. The PS handles Ethernet connectivity and implements the network infrastructure
required for this project.

5.3.1 Gigabit Ethernet Controller

The Gigabit Ethernet Controller (GEM) implements a 10/100/1000 Mb/s Ethernet MAC *
that complies with the IEEE 802.3-2008 standard and operates in both half and full-duplex
modes across all supported speeds. To minimize pin count, external access via the Multiplexed
I/O (MIO)® utilizes a Reduced Gigabit Media Independent Interface (RGMII)®. Access to
the PL is routed through the Extended MIO (EMIO)”, which provides a standard Gigabit
Media Independent Interface (GMII)® interface [9]. The Figure below represents the block
diagram of the GEM.

The configuration registers depicted in Figure 5.4 are used to manage MAC features, select
operational modes, and monitor network management statistics.

The Figure 5.4 illustrates the overall architecture of the MAC controller. The specific
functional blocks shown in the diagram provide the following key features:

- IEEE 802.3-2008 compliant (10/100/1000 Mb/s) with 802.1Q Virtual Local Area
Network (VLAN) and priority tagging support.

- Full and half duplex operation including hardware flow control and pause frame
generation /recognition.

4Ethernet MAC is the data-link layer component responsible for frame formatting, addressing, error
checking, and medium access control.

SMIO provides direct access from the PS to the device pins.

SRGMII is a pin-efficient version of GMIL.

"EMIO extends PS peripheral signals into the PL.

8GMII is the standard interface between an Ethernet MAC and a Gigabit Ethernet PHY.
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- Flexible interfaces: RGMII (via MIO), GMII/MII (to PL), and Management Data
Input/Output (MDIO)? for physical layer management.

- Advanced DMA: 32-bit Advanced High-performance Bus (AHB) DMA master with
scatter-gather'® capability and a 32-bit AXI High-Performance Port (APB) bus for
control register access.

- Hardware offloads: Automatic TX pad/CRC generation!!, automatic discard of
errored RX frames, and IPv4/IPv6 TCP/UDP checksum offloading.

- Comprehensive interrupts for RX/TX completion, errors, and wake-up events.

|
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Boundry :
|

L MAC GMIIZmIl GMIito RGMII | RGMII MIO
. o
AHBMaster DMA -~ AHB Transmitter Adapter I ins
™ Interface
controller | |72 V1t | fee—e——_—————— 1
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Interface |
. MDC, MDIO <
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Pins

"X30366-121825

Figure 5.4: Block diagram of the Gigabit Ethernet controller [9].

Physical Layer Configuration

Configuring the Gigabit Ethernet physical layer (PHY) on the Zynq Processing System
requires both hardware parameterization and software initialization. Hardware settings are
defined in Vivado, AMD’s design environment for adaptive SoCs and FPGAs, through the
MDIO interface. In contrast, software driver configuration and optimization are performed
within the Vitis'? development environment.

- Hardware Configuration

o Ethernet Enablement: Within the Zynq PS configuration interface, the ENET 0
peripheral is activated and the corresponding 1/O bank voltage is configured to
High-Speed Transceiver Logic (HSTL 1.8 V) for high-speed interfaces.

o MDIO Interface: This interface is assigned to MIO pins (pins 52 and 53) rather
than being routed through the FPGA fabric via EMIO. This sets a direct hardware
path to the PHY for stable register access.

o Clock Synchronization: The peripheral clock driving the Ethernet MAC is set

9MDIO is a serial management interface for configuring and monitoring Ethernet PHY devices from an
Ethernet MAC.

10Gcatter-gather is a DMA transfer mode.

1 Automatic TX pad/CRC generation allows the Ethernet MAC to automatically insert frame padding
and generate the CRC-based Frame Check Sequence (FCS) during transmission.

12Vitis is a design tool used for FPGA software configurations [60].
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to 125 MHz, matching the fundamental baseline frequency required for operational
Gigabit line speeds.

- Software and Driver Initialization

o Following the hardware generation, the network stack is deployed using the Lightweight
IP (lwIP) library template. To preserve connection stability when interfacing with
the PHY, adjustments are applied within the Board Support Package (BSP).

5.3.2 Implementation of the DMA-Based Audio Data Transfer

A critical challenge in implementing real-time encryption was the synchronization between
the two boards. Since the cipher requires a unique initial state at the receiver for accurate
decryption, as detailed in Section 3.3, the 96-bit nonce must be transmitted over the network
alongside the audio data for every batch.

AXI DMA Configuration

The data transfer backbone relies on the Xilinx AXI DMA controller configured in simple
mode, with both the Memory-to-Stream (MM2S) and Stream-to-Memory (S2MM) channels
enabled to support the full-duplex architecture. The stream interface is fixed to a 32-bit data
width to match the audio payload length. The maximum burst length is set to 64 transfers,
enabling large block transfers that reduce bus overhead and sustain a continuous data flow.
The detailed configuration parameters of the AXI DMA core are shown in Figure 5.5.

Figure 5.5: AXI DMA configuration parameters used in the system.

Structuring the DMA Payload

The DMA transfer size is selected according to the bounds derived in Equation 4.10. To
maintain compatibility with both TCP and UDP transport layers, the system uses the lowest
admissible bound, corresponding to the maximum segment size defined in Section 4.5.

- Data Payload: 64 bits

- Encryption Flag: 1 bit
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- Nonce: 96 bits

A fresh nonce is generated by the hardware TRNG for every transmitted batch, as described
in Section 3.5. The Least Significant Bit (LSB) of the 64-bit audio payload serves as an
encryption flag, because altering the LSB of a high-resolution audio sample has an unnoticeable
effect on audio quality. This optimization eliminates the need to allocate an additional 32-bit
word for a single control bit. The final transmitted data contains 160 bits, as illustrated in
Figure 5.6.

Figure 5.6: Data structure payload format.

Memory Layout and Payload Distribution

The transmission subsystem receives encrypted payloads from the PL through an AXI4-
Stream interface. Each incoming payload is represented as a 160-bit word composed of three
32-bit nonce words and two 32-bit encrypted-data words. These payloads are first stored in
an internal FIFO before being serialized for DMA transmission.

For compatibility with the AXI DMA configuration, the FIFO converts each 160-bit payload
into five consecutive 32-bit AXI-Stream words. Consequently, every payload occupies five
sequential DMA transfer words, corresponding to the memory layout illustrated in Figure 5.7.
By design, our ChaCha20 implementation requires a new 96-bit nonce. Therefore, the first
three 32-bit words of the payload are dedicated entirely to providing these three new nonce
values (see Section 3.3). The remaining two words contain the encrypted audio data and the
associated encryption flag.

During operation, the DMA continuously receives 32-bit words from the FIFO and stores
them in the DDR buffer. A complete transmission frame consists of 365 consecutive 32-bit
words, corresponding to a total payload size of 1460 bytes. The end of the frame is indicated
by the assertion of the TLAST signal on the final transfer word.

Figure 5.7 illustrates the logical organization of a single encrypted payload, showing the
placement of the nonce values, encrypted audio data, and encryption flag within the serialized
32-bit word stream.
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Figure 5.7: Organization of a 160-bit encrypted payload serialized into five 32-bit DMA
transfer words.

- Transmission
During transmission, the MM2S DMA channel reads the active DDR ping-pong buffer and
forwards a frame consisting of 365 consecutive 32-bit words to the network interface. The
processor encapsulates the DMA frame within the transport-layer packet before initiating
the socket transmission procedure. Since the resulting payload size is 1460 bytes, which
remains below the Ethernet MTU, the complete frame is transmitted as a single network
packet without IP-layer fragmentation.

- Reception
During reception, the S2MM DMA channel stores the incoming network payload into the
active DDR ping-pong buffer. The processor subsequently parses the received data in
groups of five 32-bit words, extracting NONCEy, NONCE;, NONCE,, and the encrypted
data.

5.4 Fixed-Point Representation Overview

Digital systems represent real-valued data using floating-point or fixed-point arithmetic. The
[EEE-754 floating-point representation provides a wide dynamic range by storing a mantissa
and an exponent, but requires complex hardware and consumes more FPGA resources. In
contrast, fixed-point representation uses a fixed binary point position, resulting in simpler
arithmetic units and reduced hardware utilization. For embedded systems based on an FPGA,
fixed-point arithmetic is often preferred because it significantly reduces the usage of LUTs,
flip-flops, and DSP resources while meeting the numerical accuracy requirements of the target
application [10].

The proposed architecture uses a signed fixed-point representation using the standard @Q,,.,
format, where m and n denote the numbers of integer and fractional bits, respectively. The
binary point is fixed between the integer and fractional parts, and the signed values are
represented using two’s complement notation. The numerical range of a signed @), , number
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is given by:
—2mt < g <omt o (5.1)

As illustrated in Figure 5.8, the Most Significant Bit (MSB) represents the sign, the next
m — 1 bits correspond to the integer part, and the remaining n bits represent the fractional
part.

Figure 5.8: Signed fixed-point representation in @Q,,, format [10].

Let 2 € Qpmym, and y € Qpy,.n, be two fixed-point variables, and z is the calculated result.
Addition and Subtraction

Fixed-point addition and subtraction are identical to normal integer operations. To handle
a potential carry bit and prevent overflow, an extra bit is allocated to the output’s integer
part [10]:

m, = max(mg, my) + 1, n, = max(ng, n,) (5.2)

For example, adding x = 1.25 € Q25 and y = 0.5 € @11, y is left-shifted to match the
fractional size of x, and then the vertical integer addition is executed:

01.012 (1.2519) [Q22]
+00.10, (0.5010) [Q2.2]
001.115 (1.7519) [Q3.2]

Multiplication and Division

Multiplication is executed as a standard signed integer multiplication, and the division involves
iterative algorithms, such as restoring division, that will be used in the SBE implementation
algorithm. The result’s integer and fractional widths of both operations increase according
to [10]:

m, = My + my, N, = Ny + ny (5.3)

For instance, the product of x = —1.5 € ()51 and y = —0.25 € )15 is given by:

10.15 (=1.519) [Q21]
x 01.115  (—0.2510) [Q12]

000.011,  (0.37510) [Qs.]

To avoid quantization noise and precision loss across operations, a larger fractional bit-width
n must be maintained. However, truncating or rounding these bits down to fit a standard bus
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width introduces quantization noise, which can be reduced by selecting optimal bit-widths
for each intermediate variable rather than using a uniform configuration across the entire
pipeline.

5.5 Encryption Architecture

The encryption hardware translates the SBE algorithm into a real-time digital circuit. Rather
than processing audio in blocks, the system treats each sample as an independent frame. The
following part describes how these constraints are satisfied.

5.5.1 AXI4-Stream Interface and Audio Framing

Audio samples are transmitted between processing modules via the AXI4-Stream protocol.
Each 32-bit of pre-encrypted data carries a 24-bit signed two’s complement PCM sample in
its lower three bytes, with the upper byte padded to zero:

tdata = 0x00 & p(t), (5.4)

where & denotes bit concatenation. The audio sign bit, therefore, resides at bit position 23.
The encrypted output is a 64-bit data containing two independent 32-bit signed ciphertext
channels z4(t) and x5(t), packed in the lower and upper halves, respectively.

Table 5.3 summarizes the data packing convention used throughout the pipeline.

Table 5.3: AXI4-Stream TDATA framing convention.

Bus width Bits [63:32] | Bits [31:0] Meaning
32 bit (pre-encryption) — p(t) plaintext PCM sample
64 bit (ciphertext) z2(t) #0 x1(¢) Encrypted output
64 bit (bypass) 0x00000000 p(t) Encryption disabled
64 bit (decrypted) 0x00000000 p(t) Recovered plaintext

5.5.2 Top-Level Encryption System

The system clock is fe = 125 MHz, establishing a clock period of T, = 8ns. Audio is
captured and reproduced at f; = 48kHz for each channel. Because the Left Right clock
(LRCLK) toggles on both the rising and falling edges to identify left and right channel
samples, the effective sample delivery rate is 2f, = 96 kHz. All computation across every
stage must therefore complete within:

Noudget = 2.~ 06Kz = 1302 clock cycles per audio sample (5.5)

For a segment length M = 1 in equation (2.2), each audio sample is processed independently
as a single frame. The sample p(t) is encrypted into a two-component ciphertext vector
x(t) = [z1(t), z2(t)]" according to:
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a1(t) p(t) + B ci(t) k(t) g(p(t))
az(t) p(t) + B ca(t) k(t) g(p(t))

Il(t)
) (t)

(5.6)

where each parameter is refreshed on every sample clock edge to maximize cryptographic
entropy:

- [ai(t), az(t)]" are 16-bit signal space coefficients, making A(t) a 32-bit vector, sourced
from the ChaChaZ20.

[c1(t), ca(t)]T are the orthogonal projection coefficients derive from Pj(t)B (t), recom-
puted whenever the subspace basis changes.

k(t) is a 16-bit truly random scalar sourced from the RO-TRNG.

- g(p(t)) is the biased non-linear function.
- [ is a fixed noise scaling constant.

Equation (5.6) requires ten multiplications and two additions to be performed within a single
audio sample period (10.41 ps). These operations are executed on the DSP slices to ensure
deterministic latency between the key generation and encryption stages.

The top-level architecture, illustrated in Figure 5.9, routes the incoming AXI-Stream audio
through a priority demultiplexer that selects between two execution paths:

Figure 5.9: Top-level architecture of the SBE encryption system.

- Compute Path: Activated when the external encryption enable signal is asserted si-
multaneously with the internal key valid flag. The sample flows through the non-linear
transformation and the eight-stage arithmetic pipeline, producing a 64-bit encrypted
message.

- Bypass Path: Engaged whenever encryption is disabled, forwarding the raw sample with
zero additional latency to preserve uninterrupted signal flow.
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5.5.3 The Non-linear Function: CORDIC-Based Realization

The non-linear function couples the true-random key k(t) to the audio sample that prevents
the differential attack, described in Section 2.1, from isolating the key matrix through a
simple subtraction. The optimal function proposed in [5] is:

g(v) = h g R (=1,+1) (5.7)

Direct hardware evaluation of (5.7) requires a squarer, adder, square-root unit, and divider,
which collectively consume between four and six DSP slices and introduce variable latency.
On the other hand, a 24-bit input lookup table requires approximately 224 x 24 = 50 MB,
which would consume a large amount of FPGA memory and logic resources. A Taylor
expansion demands several multiplications and additions per evaluation to ensure a reliable
result.

This issue is resolved by reformulating (5.7) using trigonometric identities suitable for the
Coordinate Rotation Digital Computer (CORDIC) evaluation. Starting from the definition
of g(v) and using v = sign(v) |v|, the numerator can be rewritten as:

| o
=5 —_— 5.8
g(0) = sign(v) A~ 53)
Let & = arctan(%'). Applying the identity cos(arctan(u)) = \/117, it follows that:
1 1
cos @ = cos (arctan ) = = v (5.9)
l) 1+ L VR
Substituting (5.9) into (5.8):
. 1
g(v) = sign(v) cos (arctan ||> (5.10)
v

This identity decomposes g(v) into two sequential operations: computing ® = arctan(1/|v|)
and evaluating cos @, followed by a sign correction. Both trigonometric operations can be
implemented using CORDIC cores operating in different modes, which eliminates the need
for hardware multipliers.

CORDIC Algorithm Principle

The CORDIC algorithm computes vector rotations through a sequence of N pseudo-rotations
by angles ; = arctan(27), whose tangents are exact inverse powers of two. The three
variable update equations at each iteration are [61]:

Tip1 =x; —d; - 27"y
Yir1 =Y +di- 27w (5.11)

Ziv1 = 2; — d; - arctan(27)
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Because tan(q;) = 27, every multiplication reduces to a right arithmetic shift by 7 positions.
The rotation direction is determined by a negative feedback: d; = +1 if z; > 0 (rotation mode)
or y; < 0 (vectoring mode) and d; = —1 otherwise, driving zy — 0 or yy — 0, respectively.

Table 5.4 lists the first ten micro-rotation angles. The rapid decrease in a; halves the angular
resolution in each iteration, so 28 iterations achieve a precision of arctan(2727) ~ 4.3 x 10~
radians. This is more than adequate for 24-bit audio.

Table 5.4: First ten CORDIC micro-rotation angles a; = arctan(27).

Iteration 1 0 1 2 3 4 5 6 7 8 9
2t 1.00000 | 0.50000 | 0.25000 | 0.12500 | 0.06250 | 0.03125 | 0.01562 | 0.00781 | 0.00390 | 0.00195
o; 45.000° | 26.565° | 14.036° 7.125° 3.576° 1.790° 0.895° 0.448° 0.224° 0.112°

Omitting the term cos(cy;) from each pseudo-rotation stretches the vector by 1/ cos(ay), as
illustrated in the left panel of Figure 5.10. After N iterations, the output vector is stretched
by the product of all such factors, introducing a cumulative gain whose product converges to
a constant independent of the target angle [61]:

N-1

K=1]] cos(arctan(?‘i)) ~ 0.6073, N > 12 (5.12)

1=0

Figure 5.10: CORDIC scaling factor and magnitude convergence.

The right panel of Figure 5.10 shows how this accumulated stretching pushes intermediate
points outside the unit circle.

Thus, the final result is given by:

inal — K -
{xf : o (5.13)

Ytinal = K - yn

Rotation mode and vectoring mode

The CORDIC algorithm operates in two main modes [61], depending on the quantity mini-
mized by the z register:
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- Rotation mode: The register is initialized to a desired angle zy = 6y and the feedback
drives zy — 0. The vector rotates by the target angle and converges to:

TN — cosby, yn — sinfy (5.14)

This mode evaluates sine and cosine of a known phase, corresponding to the Xilinx Sin
and Cos functional configuration.

- Vectoring mode: The feedback instead drives yy — 0, accumulating the rotation needed
to align the input vector with the z-axis. The phase register converges to:

N — arctan(y0> (5.15)
Lo

This mode computes arc-tangent, using the Xilinx Translate functional configuration.

Two CORDIC Cascade

A single CORDIC instance cannot simultaneously compute arctan and evaluate cos, because
each operation requires a different feedback target and initialization. Two Xilinx CORDIC
IP cores were implemented in cascade, each configured for a signed 24-bit fraction format
and 28 pipeline stages per core, as shown in Figure 5.11.

Figure 5.11: Two CORDIC cascade chain.

The overall signal flow is as follows:

1. Magnitude extraction (1 cycle): The sign bit of the 24-bit input v is captured in a
1 bit register. The two’s complement absolute value |v| is computed with an overflow
guard.

2. CORDIC 1 in vectoring mode (28 cycles): The input vector is set to (X,Y) =
(Jv], 1). Over 28 iterations, the core drives yy — 0, accumulating ® in the 24-bit phase
register.

3. CORDIC 2 in rotation mode (28 cycles): The 24-bit ® feeds the phase input.
The core rotates the pre-scaled unit vector by ® and produces g(|v|) on its output.

4. Sign recovery (1 cycle): Dedicated 1-bit register carries the saved sign bit. Once
the CORDIC 2 output is valid, the sign bit is applied to recover the full signed result.
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The total pipeline latency of the non-linear function module is therefore 58 clock cycles.

Bias Augmentation

The base function satisfies g(0) = 0, which results in a deterministic ciphertext value when
the plaintext sample is zero. While this does not enable signal recovery, it leaks voice
activity information by allowing an observer to identify silent intervals. To ensure continuous
ciphertext activity, a constant offset is added to the CORDIC output before the encryption
stage.

g(v) = g(v) + Chias, Chias = 0.1 (516)

5.5.4 Orthogonal Projection and Coefficient Generation

Within the encryption framework, a noise injection vector B = [by, by]7 must be projected
into the orthogonal complement of the information vector A = [a;, as]’. To guarantee
perfect cancellation during the receiver’s decryption phase, the resulting coefficient vector
C = [c1, co]7 must maintain strict geometric orthogonality with A, which implies:

ATC = ayey + ases = 0. (5.17)

Direct Matrix Approach and Quantization Leakage

Standard mathematical implementations derive C' via the 2 x 2 orthogonal projection matrix:

2
ay a10a9
c AAT by + b 2 2 T2 2 b
= 1 :PjB:<]2— . )B: p11br T pi2b2) | af +a; alj—aQ Nk
Co ATA D21b1 + P2oba 102 ay by

ai +a3  af+aj

(5.18)

In a fixed-point hardware environment, computing the individual matrix elements of Py

requires independent integer divisions, and each hardware division introduces an error ¢;;.

The computed matrix elements become p;; = p;; + €;;. This leads to the following dynamic
coefficients:

¢1 = P11b1 + P12b

{ 1 = P1101 T P1202 (5.19)

Co = D1aby + Paabo

Substituting these hardware approximated coefficients into (5.17) reveals how leakage is
introduced:

a161 + axle = by(ar€11 + agern) + ba(ar€12 + as€rn) = Agpror # 0 (5.20)

Because ¢;; originates from independent division remainders, they are fundamentally uncor-
related. As a result, the residual A, remains non-zero. This violation prevents perfect
decryption, and the incomplete cancellation introduces a background noise floor that degrades
the reconstructed audio signal.
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Algebraic Reformulation for Zero Leakage

To guarantee absolute orthogonality, the matrix representation can be bypassed entirely. Any
vector orthogonal to A is strictly proportional to At = [ay, —a;]?. By expanding (5.18), a
single scalar multiplier M can be isolated:

. ngl — a b2

M=-—"——- 5.21
a? + a3 ( )

The projection coefficients are then directly assigned as scaled orthogonal pairs:

c1=as - M, co=—a, M (5.22)

If the hardware division produces an error M = M + €, the orthogonality constraint (5.17)
remains mathematically unbroken:

A

(ll(CLQM) + ag(—alM) = M(a1a2 - a1a2) =0 (523)

A

By linking ¢; and ¢y through a shared quantization state (M), the residual is forced to
exactly 0. The latter protects the decryption stream against fixed-point errors, eliminating
the associated chaotic background noise.

Optimized FPGA Architecture

The algebraic reformulation optimizes the RTL architecture and reduces DSP resource
utilization. The architecture employs an iterative Finite State Machine (FSM) orchestrating
one restoring division, four DSP multiplications, and three adders.

Figure 5.12: FSM of the orthogonal projection coefficient calculator.

The proposed architecture calculates (5.21) and (5.22) using an optimized 6-state FSM
operating on 16-bit Q1.15 signed inputs as shown in Figure 5.12. It can be summarized as:

- Pre-computation (1 cycle): The numerator N = asb; — a1by and denominator
D = a? + a3 are computed via DSP slices and padded to 33-bit registers to prevent
overflow conditions before division.

- Division Core (17 cycles): A unified binary restoring divider calculates the magnitude
|N/D]| iteratively, functioning as a hardware realization of Euclidean long division.
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Across 15 clock cycles, the partial remainder is left shifted and conditionally subtracted
from the divisor, generating exactly one quotient bit per step. Including a 1-cycle state
used to load the absolute operands and a 1-cycle state to store the result, the division
phase consumes 17 clock cycles.

- Coefficients Generation (1 cycle): Two dedicated DSP multipliers evaluate (5.22)
in parallel. The resulting coefficients ¢; and ¢y are registered as 32-bit Q2.30 vectors.
On this stage, the module’s valid flag is asserted, and the FSM synchronously resets to
the idle state, waiting for the next parameter update.

This methodology reduces the computational latency to just 20 clock cycles while achieving
mathematical perfection in noise suppression.

5.5.5 The Encryption Arithmetic Pipeline

The encryption pipeline had initial design issues that prevented reliable hardware operation,
that were successfully resolved, resulting in a finalized and validated implementation.

Implementation Timing Issues and Pipeline Expansion

The hardware synthesis of real-time applications within FPGA fabrics requires a balance
between mathematical accuracy and propagation delays. In the initial design phase, the
arithmetic SBE core was mapped into a four-stage pipeline. However, physical implementation
resulted in timing violations, indicated by negative Worst Negative Slack (WNS) and Total
Negative Slack (TNS) values. As shown in the Figure 5.13, the system clock frequency
establishes a temporal window or deadline of T, = 8 ns for data to travel from one register
to the next.

Figure 5.13: Data transfer between registers within timing constraints

In digital design, slack is the amount of time remaining in that 8 ns window after the data has
successfully arrived at its destination. If the combinational logic (mathematical operations)
takes too long to process the data, missing the clock edge deadline. This results in a negative
slack value, leading to structural metastability and computational errors.

In the four-stage architecture, the critical bottleneck was localized within the projection and
noise scaling phases due to the massive 24 x 16 bit and 32 x 32 bit multiplications. Because
there were not enough pipeline registers (memory buffers) between these operations, the
hardware had to route the data across multiple hardened DSP columns in a single clock cycle,
which can lead to false output arithmetical values captured by the register.
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To achieve clean timing closure with a positive slack margin, the problem can be eliminated
by refactoring the arithmetic architecture into a balanced, eight-stage topology. By inserting
pure register breaks at critical logic boundaries, the long operations were divided into smaller,
manageable chunks that easily complete within the 8 ns window.

The Eight Stage Arithmetic Pipeline

Fixed-point arithmetic requires careful management of the dynamic range to prevent arith-
metic underflow and overflow. To clarify the data flow, the eight-stage encryption pipeline
can be divided into four distinct functional phases as detailed from Figure 5.14 to 5.17.

Phase 1: Input Conditioning (Stages 1 & 2)

The data first arrives from the dual-core CORDIC cascade as an absolute magnitude vector. In
Stage 1, the hardware reconstructs the true two’s complement value using a synchronized sign
bit. Simultaneously, to eliminate the silent interval previously discussed, a fixed deterministic
bias (Chias) is injected into the stream. The hardware dynamically clamps the value to its
maximum safe boundary if there is an overflow. Once conditioned, the data passes into Stage
2, which acts entirely as a register break. This stage simply buffers the data to physically
isolate the routing networks of the CORDIC outputs from the multiplication ahead.

Figure 5.14: Encryption architecture: Phase 1 schematics.

Phase 2: True Random Noise Generation (Stages 3 & 4)

With the data stabilized, Stage 3 multiplies g(¢) by the pseudo-random key k(t) sourced
from the TRNG, generating a 40-bit product. To maintain implementation efficiency while
preserving cryptographic entropy, the lowest fractional 8 bits that fall below the standard
audio noise floor are discarded, leaving a 32-bit scaled noise vector. Stage 4 is introduced
as another register break. This structural buffer catches the newly formed noise vector and
stabilizes it before it is fed into the projection cores.
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Figure 5.15: Encryption architecture: Phase 2 schematics.

Phase 3: Parallel Geometric Projection (Stages 5 & 6)

This phase executes the fundamental geometric encryption transformations. In Stage 5,
the hardware fires up a parallel layout of hardened DSP slices to execute two operations
simultaneously:

1. The plaintext audio sample p(t) is mapped to its subspace coordinates, producing 48-bit
information channels.

2. The noise vector is orthogonally projected using the zero-leakage geometric coefficients
c1(t) and co(t) mentioned in Section 5.5.4, 64-bits for each.

To prevent the immense routing delay of these arrays from crashing the timing closure, Stage
6 immediately captures the output vectors in a register break.

Figure 5.16: Encryption architecture: Phase 3 schematics.

Phase 4: Final Reconstruction and Clamping (Stages 7 & 8)

In Stage 7, the 64-bit projection vectors are interpolated by the fixed 8-bit noise intensity
parameter (), resulting in a high precision 72-bit fixed-point noise array. Finally, Stage 8
resolves the core encryption equation by combining the information and noise streams.

However, directly truncating these vectors back down to a 32-bit output in Qg4 (by removing
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the fractional part) would introduce a negative DC bias that decreases the audio’s Signal-to-
Noise Ratio (SNR). To solve this, Stage 8 implements a symmetric rounding technique. A
half-LLSB offset is mathematically added into both streams before truncation:

info; yna = info; + 214 noise; ypg = noise; + 236

Following this offset injection, the vectors are arithmetically right-shifted to align their binary
fractional points perfectly:

infoi,aligned = infoi,rnd > 15, nOisei,aligned = nOisei,rnd > 37

An addition logic combines these aligned values with a saturation logic that overrides the
stream, securely clamping the output to standard 32-bit integer limits. The finalized encrypted
values are then packed into a 64-bit AXI4-Stream, prepared for Ethernet transmission.

Figure 5.17: Encryption architecture: Phase 4 schematics.

5.6 Decryption Architecture

While the transmitter balances complex orthogonal projections and non-linear transformations,
the receiver’s primary objective is signal recovery through exact algebraic cancellation and
synchronization between the two FPGA boards.
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5.6.1 Mathematical Basis

As established in previous chapters, applying the pseudo-inverse A% to the ciphertext recovers
the plaintext:

a;

h(t) = A7 x(t) = t t =
p(t) X(t) = wy o1 (t) + wp 22(t), w Ztad

i=1,2 (5.24)

By expanding this product, the noise term geometrically collapses to exactly zero due to
the orthogonality constraint (ajc; + azce = 0). The decryption architecture is a weighted
product of the two ciphertext channels. It requires only the time-varying key direction vector
A(t) = [ay(t), az(t)]T without any knowledge of the transmitter’s internal chaotic states.

5.6.2 Top-Level Decryption System

The top-level decryption architecture routes the incoming AXI4-Stream data between com-
putational and bypass paths based on the received values.

As shown in Figure 5.18, the architecture is divided into a compute path and a bypass path,
dynamically governed by incoming data and an external decryption enable signal.

Figure 5.18: Top-level of the decryption architecture.

- Decryption Path: Activated when an encrypted frame is detected (the 32 upper bits
of the incoming data are non-zero values). It drives the 64-bit ciphertext along with the
current key set through the arithmetic core.

- Bypass Path: Engaged for unencrypted payloads or when the decryption enable signal is
de-asserted. The system routes the lower 32 bits directly to the output interface without
arithmetic latency.

5.6.3 Decryption Arithmetic Stages

Similar to the encryption module, the evaluation of equation (5.24) requires the management
of combinational delays and fixed-point data ranges. The system is divided into an arithmetic
pipeline to ensure a positive timing slack.
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Figure 5.19: Data flow diagram of the decryption system.

. Stage 1: Input Registration: The ciphertext components x;, x5 are captured from the
incoming AXI frame, and the matrix A parameters required for decryption are read from
their holding registers.

. Stage 2: Parallel Multiplications: A parallel arithmetic operation used to compute
the partial products. The operations a;z; and asxs expand into 48-bit signed vectors,
and the squared magnitude of the keys (a? + a3) is calculated and buffered into a 32-bit
unsigned register, serving as the divisor D for the next stage.

. Stage 3: Numerator Accumulation: The 48-bit partial products are sign extended
and added to form a 49-bit signed numerator N.

. Restoring Division Core (64 Cycles): Instead of heavily violating timing with
combinational logic, a multi-cycle binary restoring divider evaluates N/D. The 49-bit
numerator is formatted into a 64-bit vector (shifted left by 15 bits to preserve fractional
precision). Over 64 clock cycles, the operation iteratively evaluates the partial remainders
to achieve reliable precision for better audio signal recovery.

. Clamping and Re-framing: Because the fractional division output is highly scaled,
the quotient is subjected to boundary checking. The recovered 32-bit signal p(t) is finally
packed into the outgoing AXI-Stream bus.

5.7 Full-Duplex System Architecture

The preceding sections described each subsystem in isolation. This section presents how
they are composed into a unified, full-duplex cryptographic platform operating across two
peer-to-peer Zybo Z7-20 boards.

System-Level Overview

Both boards are architecturally identical: each node runs the same firmware and instantiates
the complete encryption and decryption pipelines simultaneously. The roles of encryptor
and decryptor are therefore relative to the direction of a given audio stream. For a stream
originating from Board A, Board A encrypts and Board B decrypts; for the simultaneous
stream originating from Board B, the roles are reversed. The complete IP block design is
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shown in Figure 5.21.

Outgoing Datapath

Each board continuously captures audio from its local SSM2603 codec at f; = 48kHz via
the I2S interface. Each 24-bit PCM sample is packed into a 32-bit AXI4-Stream word and
fed into the eight-stage SBE encryption pipeline, which produces a 64-bit ciphertext frame
within the 1302-cycle budget. The ciphertext, together with the 96-bit nonce and the 1-bit
encryption flag, is assembled into a 160-bit five-word block, transferred to the DDR buffer
via the MM2S DMA channel, and dispatched as a single encapsulated network packet over
the GbE link.

Incoming Datapath

Concurrently, each board receives the transport-layer payload over the GbE link from its
peer. The S2MM DMA channel writes the incoming payload into the DDR buffer, from
which the PS extracts the nonce and ciphertext. If the encryption flag is asserted, the nonce
is written into the local ChaCha20 engine to regenerate the matching A(t) vector, and the
ciphertext is forwarded to the SBE decryption core to recover p(t). The recovered sample is
then serialized over I2S to the local DAC for playback. If the flag is deasserted, the payload
is routed directly to the DAC, and the ChaCha20 state is held, preserving phase alignment
for the next encrypted frame.

Path Independence and Synchronization

The two datapaths share no combinational logic. The encryption pipeline is driven by the
local LRCLK, while the decryption pipeline processes frames arriving asynchronously from
the network. DDR memory is the only shared resource, and the ping-pong buffering scheme
ensures that simultaneous DMA accesses in both directions never contend.

The physical realization of the dual-board system is shown in Figure 5.20, where both boards
are connected via a standard Cat-5e UTP Ethernet cable, with each board’s Line-In and
headphone outputs connected to the audio source and playback device, respectively.

Figure 5.20: Physical implementation of the dual-board full-duplex secure audio communica-
tions system.
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Figure 5.21: Complete IP block design of the full-duplex cryptographic system.

Page 87



FPGA Implementation

Conclusion

This chapter presented the complete FPGA implementation of the SBE audio encryption
system on the Zybo Z7-20 platform. Our proposed architecture successfully meets the
real-time constraint of 1302 clock cycles per audio sample, achieving timing closure across
all pipeline stages. The non-linear function is evaluated through a dual-CORDIC cascade
without any multiplier resources, the orthogonal projection is resolved through an algebraic
reformulation that guarantees exact fixed-point orthogonality, and the full encryption path is
organized as a balanced eight-stage arithmetic pipeline. On the receiver side, the pseudo-
inverse decryption engine recovers the plaintext audio, and the synchronization mechanism
maintains strict phase alignment between the two boards. Collectively, these design choices
demonstrate that the SBE algorithm can be realized as a robust hardware system capable of
operating in real-time applications.
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Results and Analysis

This chapter evaluates the proposed secure audio architecture implemented on the Xilinx
Zyng-7020 SoC across two complementary perspectives: hardware implementation results
and cryptographic security analysis. The hardware evaluation covers resource utilization,
timing closure, power consumption, and pipeline latency across four system configurations.
The security analysis examines the encrypted audio streams using time-domain, frequency-
domain, and statistical metrics and stress-tests the system against blind source separation and
subspace-based attacks. The chapter concludes with a comparison against hardware-based
audio encryption systems from the literature.

The remainder of this chapter is organized as follows:

- Section 6.1 presents the hardware implementation results, covering resource utilization,
timing analysis, power estimation, and latency measurements.

- Section 6.2 develops the cryptographic security analysis through waveform inspection,
spectral evaluation, SNR and correlation measurements, and NIST randomness testing.

- Section 6.3 assesses the robustness of the system against blind signal recovery attacks
based on blind source separation and subspace-based methods, including SOBI, PCA,
MUSIC, Capon/MVDR, and the Bartlett beamformer.

- Section 6.4 positions the proposed system within the existing literature through a
structured comparison with related hardware audio encryption architectures.

6.1 Hardware Implementation Results

The implementation results were extracted directly from the Xilinx Vivado ! and Vitis 2
2023.1 software. Four project configurations were evaluated:

1. Standalone Transmitter (Tx): Contains only the audio capture, SBE encryption
pipeline, and TCP/UDP-based data transmission.

2. Standalone Receiver (Rx): Contains only the TCP/UDP-based data reception,

Wivado is a design tool used for FPGA hardware configurations [60].
2Vitis is a design tool used for FPGA software configurations [60].
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decryption pipeline, and audio playback.

3. Full Duplex (Fixed Nonce): Integrates both Tx and Rx paths simultaneously,
utilizing a fixed nonce for key generation.

4. Full Duplex (Shared Nonce): The complete system featuring dynamic key genera-
tion, where the RO-TRNG-generated nonce is exchanged between both boards.

6.1.1 Resource Utilization

Table 6.1 summarizes the utilization of implementation resources in the programmable logic
fabric. The metrics include Lookup Tables (LUTs), LUTRAM resources, and Flip Flops
(FFs), which reflect the logic and storage requirements of the design. In addition to the DSP
slices for arithmetic operations, Block RAM (BRAM) resources for data buffering and storage,
Input/Output (10) pins for external interfacing, BUFG resources for global clock distribution,
and Mixed-Mode Clock Managers (MMCMs) for clock generation and management.

Table 6.1: Implementation resource utilization on the Zybo Z7-20.

Configuration LUT LUTRAM FF BRAM DSP 10 BUFG | MMCM
Available on Zyng-7020 53,200 17,400 106,400 140 220 125 32 4
Tx Only 11770 (22.12%) | 2079 (11.95%) | 11822 (11.11%) | 1.5 (1.07%) | 29 (13.18%) | 11 (8.8%) | 4 (12.5%) | 1 (25%
Rx Only 6639 (12.48%) | 1999 (11.49%) | 3329 (3.13%) | 1.5 (1.07%) | 6 (2.73%) | 10 (8%) |4 (12.5%) | 1 (25%
Full Duplex (Fixed Nonce) | 19338 (36.35%) | 4181 (24.03%) | 16756 (15.75%) | 3.5 (2.5%) | 33 (15%) | 12 (9.6%) | 4 (12.5%) | 1 (25
Full Duplex (Shared Nonce) | 15569 (20.27%) | 2268 (13.03%) | 14461 (13.59%) | 2.5 (1.79%) | 33 (15%) | 12 (9.6%) | 4 (12.5%) | 1 (25%

Looking at Table 6.1, the standalone Tx demands more resources than the Rx, specifically
using 22.12% vs 12.48% LUTs and 29 vs 6 DSPs because it hosts the heavy cryptographic
pipelines and multi-stage CORDIC engines.

Moreover, the full duplex (Shared Nonce) configuration actually uses fewer resources than
the fixed nonce baseline, which leads to the savings of roughly 5.25% in LUTs and 6.58% in
LUTRAM. This all comes down to how the TRNG handles post-processing. The standalone
modules and the fixed nonce design use the traditional von Neumann corrector (Section 3.5.2),
which consumes extra tracking logic and distributed memory to manage its unpredictable
bit-discarding. In contrast, the shared nonce version utilizes a simplified and optimized
TRNG key generation. As detailed in Section 3.7, this optimization successfully passes all
NIST tests while cutting down the hardware overhead.

6.1.2 Timing Analysis

The overall design timing can be evaluated by the following two metrics. Table 6.2 shows the
timing quality for each:

- Worst Negative Slack (WNS): It represents the single most design-delayed path (the
weakest link of the circuit). A WNS of —3.5 ns means that the slowest operation in the
pipeline took 11.5 ns to complete, missing the 8 ns deadline by a significant margin.

- Total Negative Slack (TNS): It is the sum of the negative slack of all failing paths in
the design. A highly negative TNS means the timing failure is not a routing issue, but a
widespread architectural problem.
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Table 6.2: Implementation timing quality [3].

Quality Classification WNS (ps) TNS (ns)
Excellent 4100 to —100 0 to —10
Good —100 to —300 —10 to —100
Fair —300 to —600 —100 to —1,000
Poor —600 and > —1,000 and >

Positive Worst Negative Slack (WNS) values confirm that the critical paths within the overall
architecture successfully meet the timing requirements without setup or hold violations.
Table 6.3 presents the Worst Negative Slack and Total Negative Slack (TNS) for the setup
times across all configurations.

Table 6.3: Timing analysis results.

Configuration WNS (ns) | TNS (ns)
Tx Only +0.226 0.000
Rx Only +0.306 0.000
Full Duplex (Fixed Nonce) +0.222 0.000
Full Duplex (Shared Nonce) +0.206 0.000

The zero-valued TNS across all configurations confirms successful timing closure without any
setup violations. While the simpler Rx path yields the highest margin (40.306 ns), the WNS
tightens to +0.206 ns in the shared-nonce configuration due to the increased routing tracks
in the dynamic RO-TRNG loop.

6.1.3 Power Consumption

Power consumption was evaluated using the Vivado Power Analysis tool after implementation,
categorized into dynamic, static, and total power. Dynamic power corresponds to the energy
consumed by switching activities within the PL, including clock networks, logic resources,
memories, DSP blocks, and interconnect signals. Static power represents the power required
to maintain the device in an operational state, even in the absence of switching activity.
The total power is the sum of both previous contributions. Figure 6.1 presents the power
estimation reports for the four evaluated configurations.

Power reports indicate that overall consumption is strongly dominated by the Zyng-7020 PS
(consistently 1.406 W), while PL contributes minimally. This is fundamentally architectural:
the dual-core ARM Cortex-A9 operates at high clock frequency (667 MHz) and results in a
continuous switching from instruction fetch-decode cycles, memory controllers, and active
memory caches. However, the PL operates at 125 MHz, and the operations are executed
directly through hardware pathways (such as logic, DSP) that only consume power during
active data transitions. Table 6.4 summarizes the power consumption for all configurations:

Because static power remains nearly constant (ranging from 0.146 W to 0.158 W) due
to identical physical conditions, total power variations depend entirely on dynamic active
modules. Notably, the data reveals that the RO-TRNG-based shared nonce configuration
consumes slightly less dynamic power compared to the fixed nonce baseline. This reduction
aligns directly with the hardware optimizations discussed in Section 6.1.1.
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(c) Full-Duplex (fixed nonce).

(d) Full-Duplex (shared nonce).

Figure 6.1: Power analysis for the evaluated system configurations.

Table 6.4: Implementation resource utilization on the Zybo Z7-20.

Configuration PS Dynamic Power (W) | PL Dynamic Power (W) | Static Power (W)
Tx Only 1.406 0.431 0.153
Rx Only 1.406 0.204 0.146
Full Duplex (Fixed Nonce) 1.406 0.541 0.158
Full Duplex (Shared Nonce) 1.406 0.513 0.155

6.1.4 Pipeline Latency

Pipeline latency is defined as the number of clock cycles elapsed from the moment an audio
sample enters the cryptographic pipeline until the corresponding processed frame is asserted
at the AXI4-Stream output interface. Table 6.5 breaks down the latency contributions of
each hardware sub-module.

To do so, the latency of each stage was measured in real-time on the hardware using the
Integrated Logic Analyzer (ILA) 3. By probing * the AXI4-Stream TVALID signal at both
the input and output of the target IP block, and the exact number of system clock cycles
between active data transitions, was directly captured.

3ILA is an embedded soft-IP core for real-time debugging that probes internal FPGA signals and buffers
the data into BRAM for offline analysis via JTAG.

4Probing is used in FPGA debugging. It consists of connecting selected internal signals to the ILA core
so that their behavior can be monitored and recorded in real-time.
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Table 6.5: Project latency assessment.

Module Latency Per-Audio Sample
Encryption key derivation (RO-TRNG for dynamic nonce) 263 cycles / 2,096 s
Encryption arithmetic pipeline 66 cycles / 0.528 us
Decryption key derivation 165 cycles / 1.328 pus
Decryption arithmetic pipeline 71 cycles / 0.568 us

The total latency falls well within the 1302 cycle budget established by the 48 kHz sampling
rate. This timing margin leaves sufficient margin for the AXI4-Stream handshake overhead
and the Ethernet packetization logic.

6.2 Security Analysis

To evaluate cryptographic strength, a unified single-board configuration was deployed where
audio is encrypted and immediately decrypted on the same FPGA, ensuring sample-accurate
alignment between the plaintext, ciphertext, and recovered plaintext. This bypasses the ILA
depth limitation of 131 072 samples, enabling the capture of 480 000 samples per channel at
48 kHz (10 seconds) via DMA to DDR memory, exported as a binary file for offline Python
analysis covering time-domain, frequency-domain, entropy, and NIST SP 800-22 statistical
metrics.

6.2.1 Time and Frequency Domain Analysis

A fundamental requirement of any encryption scheme is that the ciphertext must exhibit
no visual or structural resemblance to the original plaintext that destroys any recognizable
patterns. As demonstrated in Figure 6.2, this complete examination is achieved across
different audio streams.

In the time domain, while the plaintext signals show clear variations corresponding to speech
or music, the encrypted signals appear as uniform white noise, masking all rhythmic and
structural characteristics. The decrypted signal matches the original one perfectly.

Moreover, the energy of the original audio is concentrated in specific frequency bands typical
of human hearing. However, as shown in the spectrograms and frequency plots, the encrypted
audio’s energy was flattened into an ideal white noise spectrum leveled around —40dB across
the entire 24 kHz bandwidth. This prevents any frequency-based pattern recognition or
cryptanalysis.
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(a) Signal Analysis - Speech Audio

(b) Signal Analysis - Bird Sound

Figure 6.2: Time, frequency domains, and spectrogram analysis comparing all audio streams.
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6.2.2 Signal-to-Noise Ratio

The SNR measures the degree of distortion introduced by the encryption process. It confirms
the fidelity of the decryption process and reflects the effect of numerical errors. It is computed

- >, pln)?
S (0] — pln))”

SNR = 101log,, (6.1)

Where p[n| and p[n| represent the original and recovered samples, respectively. Table 6.6 and
Table 6.7 reports the measured SNR.

A high SNR (87 dB to 109 dB) in both mono and stereo cases confirms that the orthogonality
guaranteed by the reformulated projection calculator propagates cleanly through the fixed-
point arithmetic pipeline with no measurable accumulation of rounding error.

6.2.3 Statistical Analysis

Two classical statistical metrics were used to assess the degree to which the ciphertext
resembles a uniformly random sequence: the cross-correlation between the plaintext and the
ciphertext, and the NIST statistical test of the ciphertext samples.

Correlation

The normalized cross-correlation between a 1D plaintext sequence p[n| and a ciphertext
sequence z|[n| is defined as:

S Talpln] - %xu—%>
JEn ol = 17 S aln] — )2

(6.2)

where:
1 N—-1

Zp [ ;NX_:

Since the proposed encryption architecture generates two cipher-text outputs for every single
plain-text input sample, equation (6.2) must be adapted into a vector format.

Let P,, = [p[n],p[n]]” represent the duplicated plaintext vector at sample index n and
X, = [z1[n], 22[n]]" denote the corresponding ciphertext output pair. The generalized vector
correlation is thus expressed as:

_ Zn(Pn - /J’p)T(Xn B /’l’x)
V0 Pa = 11,22, X — g1l

(6.3)

where:
Hp M1
By = L My =
Hp M2
are the mean vectors of the respective sequences, and || || denotes the Euclidean norm.
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A value of p =~ 0 indicates statistical independence between the two signals. Table 6.6 and

Table 6.7 report the computed correlation values

Table 6.6: SNR and correlation analysis for mono audio configuration.

. . Decrypted SNR (dB) | Correlation Coefficient
Audio Configuration
Left Right Left Right
Speech Signal 1 89.49 88.50 -0.000610 -+0.000661
Bird Sound 99.08 101.54 +0.000158 -0.000269
Instrumental Sound 93.27 93.43 +0.000559 +0.000903
Song 95.58 94.11 -0.000247 -0.000112

Table 6.7: SNR and correlation analysis for stereo audio configuration.

Audio Configuration Decrypted SNR (dB) | Correlation Coefficient
Left Channel | Right Channel Left Right Left Right
Speech Signal 1 | Instrumental Sound | 89.38 90.69 -0.000336 -0.001898
Preamblel0 Speech Signal 2 87.38 96.81 +0.000945 | +0.000841
Speech Signal 3 | Bird Sound 90.84 91.97 +0.000385 +0.000846
Song Instrumental Sound | 109.25 104.91 +0.000877 +0.000410

All correlation coefficients hover around zero. This low linear dependence proves that the
encrypted audio streams are statistically independent of the plaintext, which demonstrates
excellent resistance to statistical cryptanalysis.

NIST Randomness Test Suite

To assess the randomness of the generated ciphertext, the encrypted bitstream was subjected
to the NIST test suite. The tests verify whether the sequence exhibits properties expected
from a truly random sequence as explained in Section 3.7. Table 6.8 shows that the encrypted
stream successfully passed the evaluated tests using 100 bitstreams that contain 10° bits for
each. This confirms its cryptographic resistance to statistical attacks.
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Table 6.8: NIST randomness test results for the encrypted samples.

Statistical Test 100 Bitstreams
p-value Status
Frequency (Monobit) 0.534146 PASS
Block Frequency 0.867692 PASS
Cumulative Sums (Forward) 0.366918 PASS
Cumulative Sums (Reverse) 0.366918 PASS
Runs 0.834308 PASS
Longest Run of Ones 0.066882 PASS
Binary Matrix Rank 0.595549 PASS
DFT (Spectral) 0.534146 PASS
Non-overlapping Template Matching | 0.0005-0.9988 | PASS
Overlapping Template Matching 0.719747 PASS
Maurer’s Universal Statistical 0.289667 PASS
Approximate Entropy 0.534146 PASS
Serial Test 1 0.637119 PASS
Test 2 0.122325 PASS
Linear Complexity 0.474986 PASS
Random Excursions 0.1296-0.7197 | PASS
Random Excursions Variant 0.0110-0.7197 | PASS

6.3 Subspace and Array Processing Attacks

The SBE encryption scheme maps each plaintext sample p(t) into a two-dimensional observa-
tion vector:

z(t) = Ap(t) +n(t) (6.4)

where A is the secret mixing matrix and n(t) is a composite masking noise term formed by
a scaling factor f, a mixing matrix B(t), a random vector k(t), and a non-linear function
coupled with the plaintext. This structure is formally identical to the narrowband array
signal model used in Direction-of-Arrival (DoA) estimation, which motivates testing the
system against representative blind recovery methods.

Attack Methodology
All four attacks are applied to the sample covariance matrix:
~ 1 T
R=—> z(t)z(t) (6.5)
N i
estimated from the ciphertext stream, without any knowledge of A(t), B(t), or k(t).

- Second-Order Blind Identification (SOBI) [62]: Jointly diagonalizes time-lagged
covariance matrices to separate sources via temporal autocorrelation.

- Principal Component Analysis (PCA): Projects observations onto the dominant
eigenvector of R, capturing the direction of maximum variance.

- Multiple Signal Classification (MUSIC): Decomposes R into signal and noise
subspaces and projects x(t) onto the estimated signal subspace.

Page 97



Results and Analysis

- Bartlett: Applies a fixed matched filter using the dominant eigenvector of R; the
simplest non-adaptive subspace projection attack.

- Capon/MVDR: Computes an adaptive steering vector minimizing output power
while maintaining unit gain, offering finer resolution than Bartlett.

In all cases, the recovered signal is amplitude-scaled to minimize mean-squared error against
the plaintext reference, giving each attack the best possible chance of success.

Results and Analysis

Original - -

Figure 6.3: Plot of original and blind-attack-recovered signals.

As shown in Figure 6.3, all attack outputs are saturated at the £1 amplitude boundary
with no observable structure, confirming that none of the five methods extracted meaningful
information from the ciphertext. The saturation indicates that projection outputs are
dominated by the masking noise, which, being statistically independent of p(t), whitens R
and destroys the low-rank structure subspace methods rely on. Notably, SOBI, the most
statistically powerful attack evaluated, also fails, confirming that the temporal correlation of
p(t) is not preserved in the encrypted observations.

Combined with the cryptographic analysis established in Table 2.1 of Section 2.2.3, these
results collectively confirm the robustness of our proposed architecture against subspace-based
attacks.
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6.4 Comparison with Related Work

Our proposed architecture is evaluated against recent hardware-based audio encryption
implementations in the literature. Table 6.9 compares key performance indicators, including
hardware platform, algorithmic approach, resource consumption, and maximum operating
frequency.

Table 6.9: Comparison with existing FPGA-Based Audio encryption architectures.

Reference Algorithm Platform LUTs DSP Frequency (MHz) Channel Mode
[29] Chaos-Based + XOR NEXYS A7-100T 13697 120 254.38 Full-Duplex + Wifi
[4] ANN-Hyperchaotic + XOR Artix-7 5584 100 105 PRNG + Encryption Core
Proposed Work ChaCha20/TRNG + SBE Zybo Z7-20 15569 33 125 Full-Duplex + Ethernet

Compared to the designs mentioned in [29] and [4], our proposed architecture uses fewer
DSP slices, whereas both reference models rely on DSP-heavy chaotic or ANN-based key
generators. This advantage comes at the cost of a larger LUT footprint, since the CORDIC
cascades and the cryptographic key generation pipeline are implemented as combinational
logic rather than arithmetic units. The differences in operating frequency are primarily
related to the architectural characteristics of each implementation. While [29] achieves the
highest clock frequency of 254.38 MHz, the proposed system operates at 125 MHz and [4] at
105 MHz.

In terms of architecture, [29] and [4] both apply bit-level confusion through XOR operations
driven by chaotic or learned PRNGs. The proposed system embeds confidentiality directly
into the signal’s structure. Finally, while the work of [29] establishes full-duplex communica-
tions over an XBEE S6B WiFi module, the proposed work targets a wired Gigabit Ethernet
link, trading wireless flexibility for higher transmission bandwidth.

Table 6.10 compares the correlation coefficients reported in article [4] with our proposed work
for the same audio samples:

Table 6.10: Correlation coefficient comparison with [4].

Audio File [4] Proposed Work
gettysburglO.wav | +0.0018 +0.000900
preamblelO.wav | +0.0051 +0.000945
StarWars3.wav +0.0008 —0.000646

Although [4] reports values ranging from 0.0008 to 0.0051, our proposed system consistently
achieves a coefficient below 0.001 in all three available samples, nearly an order of magnitude
closer to zero. This confirms a lower linear relationship between plaintext and ciphertext,
consistent with the non-linear function enforced by the SBE scheme.
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Conclusion

This chapter provided an evaluation of our proposed FPGA audio encryption system from both
a physical hardware and cryptographic standpoint. The implementation results demonstrate
that our design is highly resource-efficient, meeting all timing constraints within a 125
MHz system clock. The transition to a dynamic, shared nonce full-duplex system was
achieved with minimal power and area overhead. On the security front, time-frequency visual
diagnostics, alongside correlation, SNR, and NIST test metrics, proved that the encrypted
audio stream is statistically indistinguishable from white noise. In addition, our proposed
architecture establishes itself as a robust solution for secure real-time audio communications
when compared with the existing literature.

Page 100



Conclusion

This work explored the design, implementation, and validation of a complete real-time,
full-duplex secure audio communications system based on Subspace-Based Encryption (SBE),
deployed on two Digilent Zybo Z7-20 FPGA boards. The work progressed from theoreti-
cal cryptographic foundations to a fully functional hardware system, addressing both the
algorithm’s mathematical guarantees and the practical constraints of embedded real-time
implementation.

The study began by situating SBE within the broader cryptographic landscape, reviewing
classical, modern, and BSS-based schemes. This highlighted the linearity flaw of earlier BSS
ciphers and motivated the non-linear SBE formulation, where noise confined to the orthogonal
subspace of the signal defeats differential and known-plaintext attacks while preserving exact
recovery. The oblique variant was also presented, decoupling the signal and null subspaces
for enhanced security.

The second phase focused on cryptographic key generation. An initial LFSR served as
a hardware baseline but was shown to be insecure under the Berlekamp-Massey attack,
motivating a transition to a ChaCha20 keystream generator and a Ring-Oscillator TRNG for
physical entropy. The resulting hybrid architecture, ChaCha20, deterministically derives A(t),
while RO-TRNG independently supplies B(t) and k(t), passing the entire NIST statistical
test suite.

Building on this, the communications channel architecture linked the SSM2603 codec, the
AXI4-Stream protocol, and a Gigabit Ethernet link, with sampling rate, bit depth, clocking,
and frame structure derived from signal processing and information theory considerations,
and a DMA-based double-buffering scheme decoupling audio timing from network jitter.

The core contribution lies in the FPGA implementation, where the SBE equations were
translated into a fixed-point, eight-stage pipeline meeting timing closure at 125 MHz. The non-
linear coupling was realized through a multiplier-free dual-CORDIC cascade, and an algebraic
reformulation of the orthogonal projection eliminated quantization leakage. A synchronization
mechanism maintained phase alignment between boards, forming a full-duplex transceiver.

The final evaluation confirmed the design’s practical effectiveness. The system uses a
reasonable amount of resources (around 31% LUTs, 33 DSP slices), meets timing closure
with positive slack, and shows power dominated by the processing system rather than the
cryptographic logic. Security analysis demonstrated a ciphertext indistinguishable from white
noise, SNR values between 87-109 dB, and near-zero plaintext-ciphertext correlation.
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Conclusion

The final system is a fully pipelined, full-duplex implementation capable of:

Encrypting and decrypting live 24-bit, 48 kHz audio within the 1302 cycle real-time
budget.

Generating key matrices B(t), k(t), and regenerating A(t) identically on both boards
without key transmission.

Evaluating the non-linear function through a multiplier-free dual-CORDIC cascade.

Computing the orthogonal projection coefficients with zero quantization leakage via an
algebraic reformulation.

Maintaining synchronization between boards through a data-driven mechanism requiring
no side-channel.

Operating as a symmetric full-duplex transceiver over a Gigabit Ethernet link.

Future work may extend this platform in several directions:

Adaptation of the communications channel to wireless links (Wi-Fi or RF transceivers).

Hardware implementation of the oblique SBE variant to fully decouple the signal and
null subspaces.

Implementation of Anti-Replay Attack Mechanisms: To prevent attackers from capturing
and retransmitting valid messages in order to gain unauthorized access or disrupt
communications.

Mutual Authentication Between Devices: To ensure that both communicating devices
verify each other’s identity before exchanging sensitive information.

Data Integrity Mechanisms: To guarantee that transmitted data has not been modified,
altered, or corrupted during transmission through the use of integrity verification
techniques such as cryptographic hash functions or Message Authentication Codes

(MAGCs).

Overall, this work demonstrates that Subspace-Based Encryption, previously confined to
theoretical and proof-of-concept studies [14], can be realized as a robust, real-time, full-duplex
cryptographic system on FPGA hardware.
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Serial

LinearComplexity

The minimum pass rate for each statistical test with the exception of the
random excursion (variant) test is approximately = 96 for a
sample size = 100 binary sequences.

The minimum pass rate for the random excursion (variant) test

is approximately = 58 for a sample size

61 binary sequences.

For further guidelines construct a probability table using the MAPLE program
provided in the addendum section of the documentation.
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LinearComplexity

The minimum pass rate for each statistical test with the exception of the
random excursion (variant) test is approximately = 96 for a
sample size = 100 binary sequences.

The minimum pass rate for the random excursion (variant) test
is approximately = 58 for a sample size = 61 binary sequences.

For further guidelines construct a probability table using the MAPLE program
provided in the addendum section of the documentation.

11 9 8 9 10 17 10
9 9 14 5 14 12 6
7T 13 6 3 12 20 9

11 14 7 6 15 8 15

15 9 18 9 8 8 7
8 13 4 13 9 8 b
T 8 17 10 13 5 10
g8 7 17 13 8 8 9
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.474986
.534146
.025193
.249284
.202268
.202268
.319084
.202268
.739918
.779188
.834308
.657933
.224821
.085587
.289667
.946308
.102526
.514124
. 759756
.616305
.419021

99/100
99/100
99/100
100/100
99/100
98/100
99/100
99/100
99/100
96/100
100/100
97/100
99/100
98/100
99/100
99/100
100/100
100/100
99/100
98/100
100/100

Frequency
BlockFrequency
CumulativeSums
CumulativeSums

Runs

LongestRun

Rank

FFT
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
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.514124
.319084
.056361
.162606
.798139
.955835
.289667
.798139
.455937
.080519
.304126
. 759756
.319084
.816537
.595549
.455937
.102526
.383827
.008879
.574903
.191687
.657933
.574903
. 759756
.020548
.236810
.419021
.911413
.401199
.657933
.699313
.096578
.739918
. 759756
.554420
.494392
.574903
.350485
.102526
.224821
.051942
.137282
.437274
.262249
.719747
.851383
.554420
.897763
.4556937
.334538
.009535
.455937
.275709
.9356716
.657933
.304126
.162606
.867692
.075719

100/100
100/100
99/100
100/100
100/100
98/100
100/100
98/100
100/100
100/100
99/100
98/100
99/100
99/100
99/100
97/100
97/100
99/100
100/100
99/100
99/100
100/100
100/100
100/100
99/100
99/100
99/100
98/100
96/100
98/100
99/100
99/100
100/100
99/100
99/100
96/100
99/100
99/100
98/100
99/100
99/100
99/100
100/100
98/100
98/100
100/100
98/100
100/100
99/100
97/100
98/100
100/100
100/100
99/100
100/100
100/100
96/100
100/100
99/100

NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
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.319084
.759756
. 759756
.964295
.719747
.514124
.366918
.494392
.657933
.678686
.637119
.262249
.026948
.5956549
.719747
.867692
.798139
.911413
.366918
.171867
.911413
.699313
.275709
.437274
.924076
.657933
.834308
.867692
.739918
.275709
.437274
.834308
.236810
.574903
.739918
.249284
.946308
.383827
.574903
.096578
.595549
.075719
.474986
.554420
.080519
.319084
.383827
.699313
.249284
.834308
.066882
.637119
.834308
.924076
.534146
.213309
.058984
.987896
.867692

100/100
99/100
99/100
97/100
99/100
99/100

100/100

100/100

100/100
99/100
99/100

100/100

100/100
98/100
99/100

100/100

100/100
97/100

100/100

100/100
99/100
99/100

100/100
98/100

100/100
98/100
99/100
98/100
97/100

100/100

100/100
98/100
99/100

100/100
99/100

100/100

100/100

100/100
99/100

100/100

100/100

100/100
99/100
99/100

100/100

100/100
99/100
98/100
99/100

100/100
98/100
98/100
99/100
98/100
98/100
99/100
98/100
98/100
97/100

NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
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11 11 14 7 8 8 9 6 13 13 0.637119 99/100 NonOverlappingTemplate
12 6 6 7 12 8 12 12 14 11 0.554420 100/100 NonOverlappingTemplate
11 12 9 8 9 11 14 7 9 10 0.924076 97/100 NonOverlappingTemplate
10 10 11 7 10 6 15 8 156 8 0.494392 98/100 NonOverlappingTemplate
8 6 11 15 13 12 &5 11 13 6 0.275709 99/100 NonOverlappingTemplate
14 13 12 8 7 7 8 12 7 12 0.616305 97/100 NonOverlappingTemplate
5 7 10 7 11 12 10 13 11 14 0.595549 100/100 NonOverlappingTemplate
10 13 10 7 11 11 10 7 10 11 0.964295 99/100 NonOverlappingTemplate
7T 6 16 7 10 11 10 10 15 8 0.350485 99/100 NonOverlappingTemplate
14 10 14 12 5 11 10 5 16 3 0.045675 97/100 NonOverlappingTemplate
12 9 14 7 11 2 12 17 8 8 0.075719 98/100 NonOverlappingTemplate
12 8 11 5 11 12 13 12 8 8 0.739918 98/100 NonOverlappingTemplate
18 15 3 7T 12 8 12 7 10 8 0.045675 100/100 NonOverlappingTemplate
15 8 11 12 8 11 9 10 9 7 0.834308 99/100 NonOverlappingTemplate
5 14 9 14 11 8 9 10 8 12 0.616305 100/100 NonOverlappingTemplate
9 14 12 9 7 12 10 11 9 7 0.867692 100/100 NonOverlappingTemplate
14 9 8 10 13 8 12 10 7 9 0.851383 99/100 NonOverlappingTemplate
11 7T 12 12 8 9 12 9 12 8 0.935716 99/100 OverlappingTemplate

10 5 5 11 17 12 9 8 9 14 0.1815657 99/100 Universal

7T 10 14 7 11 8 14 13 5 11 0.437274 99/100 ApproximateEntropy

7 4 6 11 5 5 7 5 6 5 0.756476 61/61 RandomExcursions

13 8 8 6 4 4 7 6 5 0 0.046169 58/61 RandomExcursions

12 5 6 8 6 10 2 1 6 5 0.057146 58/61 RandomExcursions

9 8 7 4 3 7 7 7 6 3 0.689019 61/61 RandomExcursions

6 5 6 8 6 3 7 6 6 8 0.957319 60/61 RandomExcursions

4 9 5 6 4 4 6 4 9 10 0.484646 60/61 RandomExcursions

2 7 6 5 2 9 6 6 10 8 0.311542 61/61 RandomExcursions

8 4 6 5 5 3 8 6 6 10 0.689019 61/61 RandomExcursions

7 10 7 3 9 5 4 5 6 5 0.619772 60/61 RandomExcursionsVariant
7 8 9 9 4 2 7 6 4 5 0.517442 60/61 RandomExcursionsVariant
8 12 7 4 6 6 4 5 7 2 0.264458 61/61 RandomExcursionsVariant
10 4 6 6 12 3 4 7 4 5 0.186566 61/61 RandomExcursionsVariant
8 8 4 8 4 5 14 2 6 2 0.021262 61/61 RandomExcursionsVariant
9 9 9 0 8 6 9 2 6 3 0.051391 60/61 RandomExcursionsVariant
10 10 5 2 4 5 5 9 5 6 0.287306 59/61 RandomExcursionsVariant
7 8 6 8 3 9 8 3 6 3 0.517442 60/61 RandomExcursionsVariant
9 6 8 9 5 6 3 5 4 6 0.723129 60/61 RandomExcursionsVariant
7 5 3 11 4 8 5 2 11 5 0.105618 60/61 RandomExcursionsVariant
4 6 7 4 12 8 6 4 2 8 0.204076 60/61 RandomExcursionsVariant
5 6 3 6 11 6 7 3 7 7 0.551026 60/61 RandomExcursionsVariant
8 5 5 5 9 6 6 6 5 6 0.970538 59/61 RandomExcursionsVariant
7 7 6 4 8 3 7 5 9 5 0.819544 60/61 RandomExcursionsVariant
8 5 6 3 2 5 4 14 6 8 0.046169 60/61 RandomExcursionsVariant
8 6 3 3 5 5 6 8 9 8 0.654467 60/61 RandomExcursionsVariant
7 6 4 3 7 6 5 10 8 5 0.723129 60/61 RandomExcursionsVariant
6 5 4 6 6 3 6 6 12 7 0.484646 60/61 RandomExcursionsVariant
9 12 6 8 13 9 10 11 10 12 0.911413 100/100 Serial

7 12 13 10 4 10 15 6 9 14 0.236810 100/100 Serial

7 7 10 15 8 9 8 12 14 10 0.616305 99/100 LinearComplexity

The minimum pass rate for each statistical test with the exception of the
random excursion (variant) test is approximately = 96 for a
sample size = 100 binary sequences.

The minimum pass rate for the random excursion (variant) test
is approximately = 58 for a sample size = 61 binary sequences.
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For further guidelines construct a probability table using the MAPLE program
provided in the addendum section of the documentation.

111
103
87
94
109
97
118
92
106
104
89
99
84
94
78
96
100
106
114
102
104
90
106
106
104
113
99
91
97
108
94
108
103
103
90
99
79
122
100
82
108

101

115
98
99
84

108
88

110

106
98

111

103

116
99

112

106
86
99

110
92

110

104

107
90
89

102

104

105
90
94
87
89

105

103
89
92
98
94

108
90

105
102
100
80
95
97
98
112
115
91
98
108
114
106
96
99
74
106
98
109
104
118
91
98
87
106
89
100
99
109
86
102
101
116
94
122
85
115

119
95
94

110
93
89
86
88

101

108

106

101
94
88
91
97
90
93

102
96

107
95
92

114

102
98
98
89
95
94
94

103
82
98

102

109

103

101

106
105
124
101
101
86
88
95
98
108
101
108
104
96
112
90
96
89
112
104
91
99
104
103
100
102
100
110
119
120
112
120
98

101

122
86
73

101

103

103

110

104
89
83

104

104
94
93

105

103
98
83

110

104
92
98

117
90
99

104
88

113

108
94

106
94
91
86

104
104
100
101
107
105
106
88
95
88
105
86
112
101
113
87
100
109
98
103
102
94
86
87
105
85
114
102
92
101
112
116
98
85
108
89
93
98
90

116
106
104
111
112
97
83
109
97
96
105
103
99
88
102
130
88
117
89
118
93
108
87
109
107
112
87
98
119
106
91
113
96
91
103
104
81
111
111

113

100
103
117
116
86
94
106
126
97
107
96
101
116
97
102
71
104
103
122
90
100
109
105
114
95
96
94
105
106
89
90
88
102
116
108
89
97
97
85

104

109
99
95
80
98

114

105

107

102

101
92

111
98
90

107
96

124

100
86

102
97
69
88

124

103
86

115

106
94

103

119

107

105

102
98
99
80

105
99

114

0.585209
0.743915
0.807412
0.624627
0.326749
0.039847
0.992670
0.048716
0.655854
0.034031
0.370262
0.498313
0.031219
0.285427
0.560545
0.794391
0.469232
0.188601
0.630872
0.745908
0.000517
0.870856
0.101311
0.442831
0.599693
0.160805
0.792508
0.040108
0.295391
0.809249
0.241741
0.743915
0.691081
0.676615
0.452173
0.713641
0.344048
0.943242
0.473064
0.062821
0.062427
0.244236
0.158133
0.191687

987/1000
988/1000
990/1000
985/1000
987/1000
985/1000
995/1000
992/1000
991/1000
985/1000
993/1000
987/1000
987/1000
989/1000
988/1000
991/1000
988/1000
990/1000
989/1000
991/1000
990/1000
990/1000
995/1000
989/1000
992/1000
990/1000
984/1000
995/1000
990/1000
991/1000
997/1000
989/1000
990/1000
986/1000
994/1000
991/1000
988/1000
992/1000
981/1000
995/1000
994/1000
986/1000
994/1000
989/1000

Frequency
BlockFrequency
CumulativeSums
CumulativeSums

Runs

LongestRun

Rank

FFT
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
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92
109
106
108
110

88

96

94

93

87
107
106

96

92
101
106

93

94

94

91
102

94
119
110
100

96
102
107

89
103
110

86

97
114
112
103

90

95

97
121

95
102
107

96

90

80
101

93
108

89

97
105
101

89

89
111
100
105
108

90
91
109
105
100
108
102
103
103
102
100
95
105
107
105
108
93
108
103
82
101
93
96
87
92
106
91
95
95
103
92
100
95
108
99
109
92
97
84
98
98
103
90
76
105
113
114
85
103
103
102
104
90
103
99
102
112
91
94

91
82
99
95
91
102
114
106
99
113
106
85
112
95
92
96
103
101
108
109
102
99
82
103
84
78
101
105
104
108
108
110
105
100
113
94
136
110
99
96
93
98
90
108
88
108
98
102
104
95
113
99
97
109
104
108
85
88
119

98
113
98
115
108
110
99
107
106
96
118
112
97
112
116
93
103
105
133
100
92
111
102
100
106
97
108
90
100
113
94
105
107
110
75
96
110
80
96
111
91
104
99
106
95
110
103
100
114
90
98
99
98
91
115
86
95
96
103

120
115
94
83
100
97
92
99
98
81
96
105
116
91
97
92
107
95
89
106
122
105
103
76
100
97
106
87
113
111
92
92
100
103
103
103
79
106
96
104
94
98
89
99
98
105
84
97
97
115
98
106
90
101
92
101
123
108
98

121
95
101
115
106
101
101
118
94
95
103
95
97
91
104
94
98
104
103
97
97
104
119
106
98
103
80
90
97
88
108
98
122
94
109
98
110
99
102
102
111
105
104
106
93
88
102
113
110
99
104
107
91
87
93
85
101
98
95

102
89
97

103

101

112
99
94

113

107

100

119
80

111

102
94
94
88
99

103
87

111
97

100

114
96

107

101

108
97
97
97
88
87
97
98
87
93

102
92

107
99

105
99

113
98
86

108
95
89

104
95

104

109

104
95
81
93

103

98
93
98
94
90
81
91
90
94
106
104
91
84
113
98
117
123
88
90
103
98
81
79
108
117
103
97
104
100
86
107
107
88
93
97
108
111
99
111
98
97
103
112
102
112
113
99
99
87
108
96
95
119
113
111
96
108
107
96

97
102
90
92
98
99
95
99
116
103
80
95
102
95
101
101
92
109
95
110
90
98
93
121
111
107
110
101
85
100
87
102
94
86
93
99
98
112
115
91
100
84
95
108
99
97
117
103
86
102
97
98
96
97
93
113
92
113
100

91
111
108

90

96
102
111

90

84
110

86

97
111

93

84

99

94
108

86

99
109
104
110

89

78
117

98
120
109

91
105
103
104
105
102

92

87
109

98

87
114
104
109
100
107

88

96
100

96
110

91
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114
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100
103
103
101

84

O O O O O O O O OO OO OO ODIODODODO OO OO OO OO OO ODIODIODIODODODIODODODOOOOOOODODODODOODOOOOOOOOO OO

.220159
.213309
.948298
.302657
.910091
.502247
.825505
.645448
.482707
.402962
.314544
.387264
.191687
.526105
.703417
. 747898
.500279
.739918
.057146
.689019
.419021
.585209
.062947
.086634
.105618
.413628
.587274
.450297
.626709
.5632132
.695200
.867692
.408275
.490483
.275709
.968863
.002339
.488534
.682823
.419021
. 769527
.944274
.676615
.536163
.626709
.197981
.373625
.807412
.534146
.564639
.952152
.981940
.452173
.614226
.676615
.504219
.114712
.737915
.554420

995/1000
989/1000
990/1000
987/1000
990/1000
989/1000
993/1000
983/1000
996/1000
993/1000
989/1000
990/1000
988/1000
992/1000
991/1000
987/1000
994/1000
994/1000
987/1000
990/1000
990/1000
991/1000
992/1000
985/1000
990/1000
990/1000
990/1000
990/1000
993/1000
988/1000
988/1000
991/1000
991/1000
986/1000
990/1000
998/1000
989/1000
994/1000
991/1000
987/1000
991/1000
990/1000
992/1000
993/1000
995/1000
993/1000
993/1000
995/1000
987/1000
994/1000
994/1000
988/1000
986/1000
988/1000
994/1000
984/1000
994/1000
988/1000
990/1000

NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
NonOverlappingTemplate
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The minimum pass rate for each statistical test with the exception of the
random excursion (variant) test is approximately = 980 for a
sample size

1000 binary sequences.

The minimum pass rate for the random excursion (variant) test

is approximately = 602 for a sample size

= 616 binary sequences.

For further guidelines construct a probability table using the MAPLE program
provided in the addendum section of the documentation.
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10 11 13 15 9 9 10 6 11 6 0.637119 98/100 Serial
13 14 15 65 14 6 6 12 7 8 0.122325 98/100 Serial

7 11 5 14 12 12 6 9 13 11 0.474986 100/100 LinearComplexity

The minimum pass rate for each statistical test with the exception of the
random excursion (variant) test is approximately = 96 for a
sample size = 100 binary sequences.

The minimum pass rate for the random excursion (variant) test
is approximately = 56 for a sample size = 59 binary sequences.

For further guidelines construct a probability table using the MAPLE program
provided in the addendum section of the documentation.
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